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Abstract

SPARQL is the standard query language for graph databases, the systems that
store data as interconnected facts rather than in tables. A formal specification
defines how every query should behave but real engines do not always follow
it in the same way and checking how faithfully an engine conforms is tedious:
each system is started, queried and returns its answers differently. This thesis
presents a framework that automates the task in an engine-agnostic way: it runs
the official SPARQL 1.1 conformance test suite of 631 tests against any engine
through a small, system-specific adapter, while the shared logic that drives the
tests, compares the answers and reports the outcome is written once.

Applied to seven widely used engines — QLever, Apache Jena Fuseki, Virtu-
oso, GraphDB, Blazegraph, Oxigraph and MillenniumDB — it produced roughly
4,400 test outcomes, with strict pass rates from about 55 % to 85 %. The aim
is to provide reusable, reproducible infrastructure that makes ongoing SPARQL
conformance testing across diverse graph databases practical.
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Chapter 1

Introduction

1.1 Motivation

The Resource Description Framework (RDF) is a graph-based data model for
representing information about entities and their relationships. SPARQL is the
standard query language for RDF data and is implemented by a range of graph
database engines [1, 2]. These engines differ in storage layout, query processing,
deployment model and support for the SPARQL specification.

A standardized query language is useful only when users can trust that valid
queries mean the same thing across engines. Users should be able to switch
between engines while expecting consistent results or at least have a clear way to
identify where an implementation deviates from the standard. This does not mean
that all engines need to share the same architecture or performance characteristics.
Conformance testing is a way to judge whether different engines follow the same
language rules and it enables developers to detect accidental regressions as the
software evolves.

The World Wide Web Consortium (W3C) provides SPARQL test suites
and manifest structures that describe test data, queries and expected results [3].
These suites define what should be tested but they do not execute the tests against
heterogeneous engines. The execution environment must still load data, start an
engine, submit queries to an endpoint, wait for results, normalize outputs, classify
errors and persist comparable result data. These tasks are strongly influenced by
engine-specific behavior.

This thesis addresses this. This work does not aim to give a complete the-
oretical analysis of SPARQL or to rank graph databases by quality. Instead,
the thesis investigates how a previously QLever-specific testing approach [4] can



2 Chapter 1 Introduction

be generalized into an engine-agnostic framework for automated SPARQL con-
formance evaluation. The framework makes conformance tests possible across
graph database engines and supports automated workflows for repeated execution,
comparison and visualization.

1.2 Problem Statement

SPARQL engines expose similar concepts at the language level but their op-
erational behavior can differ substantially across startup, data loading, query
interface and result and error reporting. Engines run against the same RDF in-
put, can require different invocation steps, different request formats and different
output handling.

These differences make reusable conformance testing difficult. A test runner
written for a single engine often mixes general test orchestration with engine-
specific details. The same component may parse a W3C manifest, start an engine
process, transform input data, submit a query, interpret an HTTP error and
compare result files. This structure works for one target system but it becomes
hard to extend when another engine uses a different startup procedure or result
representation.

Error handling is a further problem. A failed test can have different causes:
the engine may reject a query syntactically, return a different result set, produce
an unsupported serialization, time out, fail during data loading or crash during
execution. If these outcomes are not represented consistently, the final comparison
becomes less useful. A single ”failed” status hides whether the problem concerns
SPARQL semantics, supported input formats, service configuration or the test
infrastructure itself. For a multi-engine evaluation, the framework must preserve
enough information to distinguish these cases without requiring a manual analysis
of every failed test.

Previous work in the project context provided an execution tool for applying
SPARQL conformance tests to QLever [4]. This tool already addressed concrete
tasks such as executing test manifests, collecting outputs and presenting results
but it was tied to the assumptions of a specific engine and execution environment.
The central problem of this thesis is to generalize this approach: the reusable parts
of conformance evaluation must be separated from the engine-specific parts, while
preserving enough flexibility for engines with different interfaces and constraints.

In summary, there is a need for an extensible framework that executes
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SPARQL conformance tests across heterogeneous graph database engines through
a common workflow, isolates engine-specific logic in well-defined adapters and
produces comparable result data for automated analysis.

1.3 Objectives and Research Questions

The objective of this thesis is to design, implement and evaluate an engine-agnostic
framework for automated SPARQL conformance evaluation across graph database
engines. The framework should support reusable test orchestration, engine-specific
adapters, structured result handling and execution workflows that can be repeated
locally and in continuous integration environments. Several engines are evaluated
to assess whether the framework abstractions work in practice. The evaluation is
not intended as a final judgment about which graph database is most compliant.

The thesis is guided by the following research questions:
1. How can SPARQL conformance tests be executed across heterogeneous

graph database engines using a common framework?
2. Which abstractions are necessary to separate engine-specific execution logic

from reusable test orchestration?
3. To what extent can the framework support reproducible and automated

evaluation workflows?
4. What kinds of implementation differences become visible when applying the

framework to multiple engines?
The first question concerns the overall execution model. A common frame-

work must handle test suite discovery, manifest parsing, data preparation, query
execution, result comparison and result storage without assuming one fixed en-
gine interface. The second question concerns the boundary between reusable and
engine-specific code, including adapter interfaces, configuration models, process
management, result conversion and error classification. The third question ad-
dresses reproducibility and automation, including deterministic inputs, versioned
configuration, containerized or scripted execution and CI/CD integration. The
fourth question asks what the framework reveals when it is applied to real engines,
such as unsupported features, serialization differences, timeout behavior, dataset
handling or result comparison issues.

The conformance results test the framework under realistic conditions but
they are interpreted primarily as evidence about the applicability of the framework
and about recurring integration challenges.
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1.4 Contributions

This thesis makes a software engineering and evaluation infrastructure contribu-
tion. It does not introduce a new SPARQL semantics, a new graph database
engine or a complete compliance proof. The main contributions are:

1. Generalization of a QLever-specific testing approach. The thesis gen-
eralizes a previously QLever-specific execution tool into an engine-agnostic
framework for automated SPARQL conformance evaluation. The gener-
alization identifies which parts of the previous approach are reusable and
which parts must become engine-specific.

2. Reusable abstractions and adapter interfaces. The framework de-
fines abstractions for integrating different graph database engines without
changing the central test orchestration logic. Engine adapters handle tasks
such as startup, data loading, query submission, shutdown and conversion
of engine-specific outputs into framework-level result objects.

3. Integration and evaluation of multiple graph database engines.
Several engines are integrated to validate the framework design against
different operational assumptions. The evaluation considers pass/fail out-
comes, integration effort, required adapter logic and practical execution
differences.

These contributions share one goal: to make SPARQL conformance evalua-
tion less dependent on a single engine and more suitable for repeated, comparative
and automated use.
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Background

Chapter 1 introduced the thesis as a software engineering contribution for reusable
SPARQL conformance evaluation. This chapter provides the background for
the later requirements, architecture, implementation and evaluation chapters.
The focus is on the concepts that explain why an engine-agnostic framework
needs abstractions for test-suite handling, data loading, query execution, result
comparison, execution environments and automation.

2.1 RDF and Graph-Based Data Representation

The Resource Description Framework (RDF) is the data model on which SPARQL
operates. RDF represents information as triples. A triple consists of a subject,
a predicate and an object. Using graph terms, the subject and object can be
called nodes and the predicate a directed edge from the subject to the object.
The W3C RDF 1.1 Concepts and Abstract Syntax specification defines this model
independently of any serialization format, so the same graph can be written and
exchanged in different syntactic forms [1].

RDF terms are IRIs, literals or blank nodes. IRIs identify resources and
predicates, literals represent values such as strings, numbers, language-tagged
text or typed values and blank nodes denote resources without a globally visible
identifier. This distinction matters for conformance testing because expected
results are not plain strings in a table: they contain typed RDF terms whose
lexical form, datatype, language tag or blank-node identity can determine whether
two results are equal, so a comparison that ignores this structure can report false
positives or false negatives.

An RDF graph is a set of RDF triples [1]. This set-based view is simple but
raises three issues for test execution. First, a test runner must load exactly the
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graph that a test case intends. Second, the physical storage model of an engine
may differ from the abstract RDF graph model. Third, graph-producing queries
return RDF graphs rather than tabular bindings. Result comparison may require
graph isomorphism checks instead of row-by-row comparison.

RDF also defines datasets, which contain one default graph and zero or more
named graphs [1]. Named graphs matter for SPARQL because queries can refer
to graph names and because some test cases depend on dataset structure rather
than on a single default graph. A test may, for example, require one triple in the
default graph and another in a named graph. If an engine or adapter collapses
these graphs into a single store, a query can produce a result different from the
expected one even when all triples are present.

RDF provides a common abstract data model across otherwise different graph
database engines: whatever indexes, storage layouts, parsers or query processors
an engine uses internally, a SPARQL test case is expressed in terms of RDF input
graphs, a SPARQL query and an expected result.

Figure 2.1 illustrates this model with a small graph that mirrors the thesis
setting. The graph contains three triples expressed in Turtle syntax:

@prefix ex: <http://example.org/> .
@prefix rdf: <http://www.w3.org/1999/02/22-rdf-syntax-ns#> .

ex:QLever rdf:type ex:SPARQLEngine .
ex:QLever ex:supports ex:SPARQL11 .
ex:SPARQL11 ex:hasFeature ex:Aggregates .

Each triple becomes a directed edge in the graph. Nodes that appear as
objects in one triple can act as subjects in another, such as ex:SPARQL11, which
is how RDF graphs grow beyond isolated statements.

2.2 SPARQL Querying

SPARQL is the W3C query language for RDF data. The SPARQL 1.1 Query
Language specification defines how graph patterns are matched against RDF
graphs and datasets, how variables are bound and how query forms produce
results [2]. The relevant point for this thesis is that SPARQL has enough features
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ex:QLever

ex:SPARQLEngine

ex:SPARQL11 ex:Aggregates

rdf:type

ex:supports

ex:hasFeature

Figure 2.1: An RDF graph composed of three triples. Nodes denote IRIs (subjects
and objects) and directed labelled edges denote predicates.

for two implementations to expose the same high-level interface while differing in
supported constructs, edge cases and result serialization.

The central construct in SPARQL is the graph pattern. A basic graph
pattern is a set of triple patterns, where a triple pattern is an RDF triple that
may contain variables in subject, predicate or object position. Evaluating a graph
pattern produces solution mappings, each of which assigns RDF terms to variables.
This model is directly relevant for conformance testing because expected results
for SELECT queries are sets, multisets or ordered sequences of variable bindings,
depending on the query modifiers used.

SPARQL defines several query forms. A SELECT query returns variable
bindings. An ASK query returns a boolean value that indicates whether at least
one solution exists. A CONSTRUCT query builds a new RDF graph from a template
and the solutions of a graph pattern. A DESCRIBE query returns an RDF graph
that describes resources but leaves more freedom to the implementation than the
other forms [2]. This difference matters for testing: SELECT and ASK results can
be compared against exact expected result files, graph-producing forms require
graph-level comparison and DESCRIBE is less suitable for strict conformance checks
unless the test suite constrains the expected behavior.

Beyond basic graph patterns, SPARQL provides operators that affect both
feature support and result comparison.

OPTIONAL introduces left-join behavior and may leave variables unbound.
FILTER restricts solution mappings through expressions, datatype operations, lan-
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guage matching or value comparisons. UNION combines alternatives. Aggregation
groups solutions and computes values such as counts or sums. Solution modifiers
such as ORDER BY, DISTINCT, LIMIT and OFFSET affect duplicates and ordering.
Property paths allow path expressions over RDF graphs, including transitive
operators. These features are relevant here because they are common sources of
implementation differences in practical engines.

SPARQL 1.1 distinguishes the query language, the protocol and the result
formats. The query language defines query syntax and semantics. The SPARQL
1.1 Protocol defines how clients send queries and receive responses over HTTP
[5]. Result-format specifications define how results are serialized as JSON, XML,
CSV, TSV or other formats [6–8].

This separation is central for the framework design: the framework compares
normalized results, while an engine adapter handles how a query is submitted
to a specific system, whether an HTTP endpoint, command-line program, local
server or library call and how its concrete response is parsed.

The query in Figure 2.2 illustrates these concepts on the graph from Fig-
ure 2.1. It asks for every engine that is both an instance of ex:SPARQLEngine
and supports a SPARQL language version that provides aggregates as a feature.

PREFIX ex: <http://example.org/>
PREFIX rdf: <http://www.w3.org/1999/02/22-rdf-syntax-ns#>

SELECT ?engine ?language WHERE {
?engine rdf:type ex:SPARQLEngine .
?engine ex:supports ?language .
?language ex:hasFeature ex:Aggregates .

}

Figure 2.2: A SELECT query with a basic graph pattern of three triple patterns
evaluated against the graph in Figure 2.1.

The WHERE clause is a basic graph pattern of three triple patterns. The
variables ?engine and ?language appear in more than one pattern, which forces
the evaluator to find a single binding that satisfies all three at once. Against
the example graph this produces one solution mapping with ?engine bound
to ex:QLever and ?language bound to ex:SPARQL11, which the SELECT clause
projects into the result. The same pattern under an ASK or CONSTRUCT form would
instead yield a boolean or a graph, which is why the framework needs different
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comparison strategies per query form.

2.3 SPARQL Conformance Testing

In this thesis, SPARQL conformance testing means executing queries and related
test cases to check whether an implementation behaves as expected for a defined
part of the SPARQL specifications.

Official and shared test suites are useful because they make expected behavior
explicit and reusable. The W3C SPARQL test material uses RDF manifests
to organize test cases and associate them with test actions, input data, queries,
expected results and metadata [3]. Manifests provide a machine-readable structure
for test discovery and separate the definition of a test case from the tool that
executes it. This separation is one reason the W3C test suites are a suitable basis
for an engine-agnostic framework.

A query evaluation test typically contains a query, one or more RDF input
files and an expected result file. The input may define a default graph, named
graphs or both. The expected result may be a SPARQL result set for SELECT,
a boolean for ASK or an RDF graph for graph-producing queries. Other test
categories check syntax, update behavior, protocol behavior or negative syntax
cases in which a query should be rejected.

Automated execution becomes necessary once the suite contains many test
cases or the same suite is applied to several engines. Manual execution would
require repeatedly loading datasets, selecting query files, submitting queries, choos-
ing result formats, storing outputs and comparing them with expected results.
This is error-prone for a single engine and across multiple engines, makes it hard
to ensure that all systems were tested under comparable assumptions. An auto-
mated test runner applies the same high-level workflow to each engine and records
structured outcomes for later analysis.

Result comparison is a core difficulty in SPARQL conformance testing. A
suite may define an expected result in one serialization while an engine returns
another. Even within one format, outputs can differ in harmless ways, such as
formatting, namespace prefixes in graph serializations ordering where order is
unspecified or blank-node identifiers. Other differences are semantically relevant,
such as missing or additional bindings, wrong datatype information, incorrect
duplicate counts or invalid boolean results. An evaluation framework should
therefore compare normalized representations where possible rather than raw files
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byte by byte.
The framework developed in this thesis uses existing and custom conformance-

oriented tests as input and executes them consistently across engines. A high
pass rate is evidence that an engine behaved as expected for the executed tests
in the given environment but it does not imply complete standards compliance
and a failure requires interpretation before it can be attributed to language-level
non-conformance. This cautious interpretation matters for Chapter 6, where the
results validate the framework and illustrate implementation differences rather
than ranking engines as generally better or worse.

Figure 2.3 sketches a complete query evaluation test case using the graph
from Figure 2.1. It bundles the four artefacts that a test runner needs in order
to execute and judge a single test: input data, a query, an expected result and
the manifest metadata that links them.

The four blocks correspond to the data flow inside the framework. The
adapter loads data.ttl into the engine under test, the framework submits
query.rq and collects the response, then normalizes it against the expected
result.srj and records a structured outcome. The manifest entry is the entry
point that the test extractor reads first: it identifies the test type (mf:QueryEvaluationTest),
the human-readable name and the file references needed to assemble the other
three artefacts. The same shape is used by the W3C test suites [3]. Real mani-
fests add metadata such as approval status and feature references but the core
action-and-result pair is what makes a test case executable.

2.4 Graph Database Engines

The term graph database engine refers in this thesis to systems that store RDF
data and provide SPARQL query capabilities. Such systems are also called RDF
stores, triplestores or SPARQL engines. Terms that emphasize different aspects:
data storage, RDF triple management and query processing. Surveys of RDF
stores and SPARQL engines show that implementations differ substantially in
storage layouts, indexing strategies, query optimization, execution models and
supported features [9].

For conformance testing performance differences are secondary. What is more
important is how the conformance test runner interacts with an engine. Across
the systems surveyed, four operational dimensions vary in ways that matter for
test execution: the deployment model (how an engine is started and reached), the



Chapter 2 Background 11

# 1. Input RDF graph (data.ttl)
@prefix ex: <http://example.org/> .
@prefix rdf: <http://www.w3.org/1999/02/22-rdf-syntax-ns#> .

ex:QLever rdf:type ex:SPARQLEngine .
ex:QLever ex:supports ex:SPARQL11 .
ex:SPARQL11 ex:hasFeature ex:Aggregates .

# 2. SPARQL query (query.rq)
PREFIX ex: <http://example.org/>
SELECT ?engine WHERE {
?engine ex:supports ?language .
?language ex:hasFeature ex:Aggregates .

}

# 3. Expected result (result.srj, SPARQL Results JSON)
{
"head": { "vars": [ "engine" ] },
"results": { "bindings": [

{ "engine": { "type": "uri",
"value": "http://example.org/QLever" } }

] }
}

# 4. Manifest metadata (manifest.ttl)
@prefix mf: <http://www.w3.org/2001/sw/DataAccess/tests/test-

manifest#> .
@prefix qt: <http://www.w3.org/2001/sw/DataAccess/tests/test-

query#> .
@prefix ex: <http://example.org/tests/> .

ex:aggregatesSupport rdf:type mf:QueryEvaluationTest ;
mf:name "Aggregates support" ;
mf:action [ qt:query <query.rq> ;

qt:data <data.ttl> ] ;
mf:result <result.srj> .

Figure 2.3: A simplified SPARQL conformance test case: an input RDF graph,
a query, an expected result and a manifest entry that ties the three
artefacts together. The example reuses the graph from Figure 2.1.
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query interface (how a query is submitted and a response retrieved), data loading
(how RDF input becomes queryable, including handling of default and named
graphs) and result and error reporting (which serializations and diagnostics are
produced).

The previous QLever-specific work [4] is a concrete example. QLever indexes
RDF input and then queries it through a server component [10]. This model is
reasonable for QLever but should not be hard-coded into a general framework.
Other systems expose different operational abstractions. Apache Jena Fuseki is a
SPARQL server that provides HTTP-based access to RDF datasets [11]. Oxigraph
provides RDF storage and SPARQL functionality through both library use and
server operation [12].

Query interface differences affect several parts of a test runner. An HTTP
endpoint requires request construction, content negotiation, response parsing and
endpoint lifecycle management, a command-line interface requires process invo-
cation, file handling and exit-code interpretation, an embedded library avoids
network overhead but ties the framework to a programming language and depen-
dency environment.

Data loading is another source of heterogeneity. Test suites often contain
many small input graphs, which suits a manifest-based test runner but not engines
optimized for large persistent datasets. Some systems can clear and reload a
repository quickly, others require rebuilding indexes or restarting services and
named-graph handling can differ, especially when a test expects an exact dataset
structure.

Result serialization and error handling differ in similar ways. An engine may
support only a subset of the standardized result formats or pick a default depend-
ing on headers and request parameters and error responses may be HTTP status
codes, process exit codes, log messages, exceptions or textual diagnostics. For con-
formance evaluation these differences should be normalized into framework-level
result categories without discarding useful details: a syntax error, an unsupported
feature, a timeout and a wrong result must not be represented in the same way if
the evaluation later needs to explain what happened.

This engine diversity motivates the architecture discussed in Chapter 4. The
framework must provide shared logic for manifest handling, execution orchestra-
tion, result parsing, comparison, reporting and storage, while isolating engine-
specific startup, loading, query submission, shutdown and error interpretation.
Without this separation, every new engine integration would risk duplicating the
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same test-suite logic and producing results that are difficult to compare.

2.5 The qlever-control Command-Line Tool

qlever-control is a command-line tool for operating SPARQL engines. It was
originally written by the QLever team to manage QLever [10, 13]. The tool wraps
the recurring operations of working with an engine into named commands. The
command index builds a queryable index from RDF input files. The command
start launches the engine’s server process. The command stop terminates that
process. The command query sends a SPARQL query to the running server. A
user therefore controls an engine through a small set of subcommands instead of
remembering individual binary invocations.

Two design elements of qlever-control are relevant for this thesis. The first
element is a shared base class. Every command is a subclass of QleverCommand,
which defines a common command contract: each command declares its arguments
and implements an execute method that performs the operation and returns
whether it succeeded. The second element is a configuration file. Run parameters
are stored in a per-dataset configuration file, the Qleverfile, instead of being
passed on the command line for every invocation. The Qleverfile groups settings
into sections such as data, index and server. This separation of a stable command
contract from per-dataset configuration is the structure that the conformance
framework reuses.

qlever-control was originally specific to QLever but it was later extended to
operate other engines through the same command structure. As part of a master’s
thesis on unified benchmarking infrastructure for SPARQL engines, Tanmay Garg
added command packages for six further engines in 2025: Oxigraph, Virtuoso,
Apache Jena, Blazegraph, MillenniumDB and GraphDB [14]. Each package
provides the same kind of index, start, stop and query commands for its engine,
implemented against the same QleverCommand contract. After this extension,
qlever-control could build an index, start a server and send a query for several
engines, not only for QLever.

The conformance framework does not start, index or query engines through
its own engine-specific code. It reuses the qlever-control commands for each engine
as the engine-control layer, which already provides a uniform command interface
to several heterogeneous engines and encapsulates the operational differences
described in Section 2.4. Chapter 4 and Chapter 5 explain how the framework is
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delivered as additional qlever-control commands and how it drives the existing
per-engine commands during a conformance run.

2.6 Continuous Integration and Containerized
Execution

Continuous integration (CI) systems execute defined workflows automatically in
response to repository events such as commits, pull requests, scheduled runs
or manual triggers. GitHub Actions provides such repository-based automation
using workflows composed of jobs and steps [15]. CI is relevant for this thesis
because it turns conformance evaluation into a repeatable process that does not
require manual action.

CI-based execution helps in two ways. First, it provides a documented entry
point for running the framework, because the commands, environment variables,
artifacts and triggers are stored in the repository. Second, it supports regression
detection over time. If the framework, adapters or test suites change, a workflow
can run the relevant tests and store the generated results.

Containers address a related but different problem. Docker describes contain-
ers as isolated processes with their own filesystem, dependencies and configuration
derived from images [16]. In a conformance evaluation, containers can package
graph database engines, framework dependencies and supporting services so that
the same setup can be started locally or in CI. Docker Compose can define and
run multi-container applications, which is useful when an engine, test runner and
auxiliary services have to be started together [17].

Containerization improves reproducibility because it makes parts of the execu-
tion environment explicit. A container image can pin an engine version, operating-
system packages, Java version, Python dependencies or command-line tools and
it reduces the number of assumptions about the host machine. This matters for
graph database evaluation because engines often depend on external runtimes,
memory settings, port configuration, file permissions and data directories.

Containers and CI do not remove all environmental variation. Containers
share the host kernel and may behave differently under CPU, memory or architec-
ture constraints and CI runners impose resource, time, cache and network limits
that some engines exceed when they need long startup times, large indexes or
more memory than a standard runner provides.



Chapter 3

Requirements and Quality Goals

The previous chapters established the problem this thesis addresses. Chapter 1
motivated reusable SPARQL conformance evaluation as a software engineering and
evaluation infrastructure problem. Chapter 2 showed that this problem extends
beyond the SPARQL query language: a practical conformance run must handle
RDF input data, manifest structures, query interfaces, result formats, engine
startup behavior, error handling, reproducibility and automated execution.

This chapter derives the framework requirements and quality goals from this
setting. The functional requirements state what the framework must support
to generalize the previous QLever-specific approach to multiple graph database
engines. The quality goals state the cross-cutting properties the architecture in
Chapter 4 must satisfy.

3.1 Functional Requirements

Functional requirements describe the capabilities the framework must provide.
They follow the workflow of a conformance-oriented SPARQL evaluation: tests
are discovered, prepared, executed, compared, recorded and reported.

FR1: Test suite ingestion. The framework must read and prepare
SPARQL conformance-oriented test suites structured around manifests, query
files, RDF data files, expected result files and metadata. For W3C-style tests,
manifest handling is central because manifests define the relationship between a
test case and the resources needed to execute it [3]. Instead of requiring users
to translate each manifest entry into an engine-specific command, the frame-
work should turn test definitions into executable test cases through a common
mechanism.

FR2: Engine-independent test orchestration. The framework must
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coordinate test execution without embedding one engine’s behavior into the central
workflow. Test discovery, execution ordering, timeout application, result collection,
status assignment and output storage should be handled by reusable logic. The
core execution flow must not assume that every engine starts the same way,
accepts data through the same mechanism or returns results in the same format.

FR3: Engine adapter integration for heterogeneous engines. The
framework must support engine adapters as the integration point for the oper-
ations that depend on a concrete graph database engine: startup, data loading,
query submission, result retrieval, graphstore endpoints, error interpretation and
shutdown. The adapter is where these differences are isolated rather than spread
across the core. The requirement does not mean that every engine can be inte-
grated without effort.

FR4: Outcome capture and structured result storage. The frame-
work must execute SPARQL queries and associate each observed outcome with
the corresponding test metadata. Outcomes include successful results, syntax or
execution errors, unsupported-feature diagnostics, timeouts and engine-level fail-
ures. The output of a run should make it possible to determine which test was run,
which engine was used, which input data was loaded, which query was submitted
and what the observed outcome was. Results must be stored in a structured form
that supports later analysis: pass/fail statistics, failure categories, inspection of
individual tests and comparison between runs. The stored representation should
preserve enough context to explain an outcome rather than only its final status,
since raw console output cannot easily be aggregated or compared across engines.

FR5: Configuration and automated execution. Engines, test suites,
timeouts, paths, output locations and execution parameters must be configurable
without changing the framework core. Explicit configuration is what supports
reproducibility, because a run’s inputs and parameters are documented. GitHub
Actions executes repository workflows as jobs and steps [15] and cannot rely on
manual prompts, local editor state or interactive engine setup. The framework
should therefore expose a deterministic execution entry point and produce artifacts
that can be collected after a run.

3.2 Quality Goals

Quality goals describe how the framework should behave in addition to what
it does. They translate the requirements into properties the architecture in
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Chapter 4 has to make visible. Unlike functional requirements, they are not tied
to specific workflow steps but cut across the whole framework.

QG1: Engine independence and modular separation. The core frame-
work logic must not depend on one specific graph database engine and engine-
specific behavior must not be spread across the framework. The core operates
on abstract test cases, configurations, engine interfaces and result objects, with
no assumption about a specific indexing model, repository layout, endpoint URL
pattern, response format or error message style. Engine behavior is reached only
through adapters with explicit responsibilities: startup, data loading, query sub-
mission, result retrieval, error interpretation and shutdown. Within the core, test
suite handling, execution orchestration, comparison, reporting and visualization
data export are separate components, so a failure can be traced to the right
component rather than treated as a single opaque outcome. The previous QLever-
specific workflow informs the design but does not become the hidden default. The
same caution applies to any engine added later.

QG2: Extensibility and maintainability. Adding a new engine, test
suite, result format, test category or reporting output should require localized
changes. For example a new adapter, a new configuration or additional parsing
rules and should not require rewriting manifest handling orchestration or com-
parison. Conformance-oriented evaluation is not a one-time task: engines evolve,
SPARQL implementations change, test suites grow and CI environments shift.
The framework must remain understandable and modifiable as those inputs and
outputs change, with stable extension points rather than ad-hoc patches.

QG3: Reproducibility through explicit configuration and automa-
tion. Runs must be repeatable under documented conditions. Engines, test
suites, timeouts, paths, output locations and execution parameters are explicit
configuration rather than hidden in code, which makes a run’s inputs and parame-
ters reviewable and reproducible. The framework runs non-interactively in scripts
and CI workflows, with predictable command execution, configurable timeouts,
artifact generation and clear exit behavior. Containerization reduces host-specific
assumptions [16] but does not eliminate them.

QG4: Comparable and transparent results. Results from different
engines must use a common representation so that passed tests, result mismatches,
unsupported behavior, timeouts, loading failures and execution errors can be
aggregated and inspected. Comparison operates on structured representations:
for SELECT and ASK queries this means parsing standardized result formats rather
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than comparing serialized text directly. For graph-producing queries it means
preserving RDF graph structure where the implementation supports it. The
goal is to avoid mismatches caused only by serialization differences. Beyond the
normalized result, the framework preserves raw outputs, logs, commands, HTTP
status information and engine diagnostics where useful, because a single pass/fail
label is rarely enough to interpret a conformance result.

QG5: Robustness against engine failures. A failing test, crashed engine,
timeout, unsupported feature or malformed response must not invalidate the
entire run. The framework records the failure, preserves relevant diagnostics and
continues where this is technically possible. Heterogeneous engines fail in different
ways and those failures are themselves part of the information the evaluation is
intended to capture.

3.3 Assumptions and Constraints

The requirements above rest on several assumptions.
First, each evaluated system exposes some way to load RDF data and execute

SPARQL queries, whether through a SPARQL endpoint, command-line interface,
server process, library interface or another documented mechanism. An engine
that cannot be controlled sufficiently for automated test execution may fall outside
the practical scope of the framework.

Second, test cases provide enough metadata to identify input data, queries,
expected results and test categories. W3C-style manifests satisfy this requirement
for many conformance-oriented tests [3] and custom test suites must provide
equivalent information to be executed by the same framework. Without such
metadata, the framework cannot reliably decide how a test should be prepared,
executed or compared.

Third, engines may differ in SPARQL feature support and in supported
result formats. A test failure is therefore not automatically a clear semantic
non-conformance. It may indicate an unsupported feature, an unavailable serial-
ization, a timeout, a loading problem or an environment-specific limitation. The
framework should record these cases and the user must interpret them cautiously.

The framework is also constrained by the thesis scope. It targets correctness-
oriented, conformance-oriented evaluation, not performance benchmarking. Run-
time and resource consumption matter when they affect timeouts, CI feasibility or
reproducibility but they are not the main evaluation target. The framework is not
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intended to prove complete SPARQL compliance for any engine, to replace W3C
specifications or test definitions or to investigate every failing test case in depth.
The engine results validate the framework and expose integration challenges rather
than rank graph database systems.





Chapter 4

Framework Architecture

Chapter 3 derived the requirements for a reusable framework that executes
SPARQL conformance tests against heterogeneous graph database engines. The
main architectural consequence is that the framework must separate the test logic
that is independent of an engine from the operations that are engine-specific. This
chapter describes that architecture. It explains how test suites enter the frame-
work, how tests are represented and grouped, how execution is coordinated, how
graph database engines are abstracted by adapters and how results are normalized
into a common form.

The chapter stays at the conceptual level. It uses concrete names such as
TestSuite, TestObject and EngineManager where they identify stable architec-
tural components but it does not discuss Python mechanisms, command-line flags,
Docker commands, workflow files or visualization implementation. Those details
are described in Chapter 5.

4.1 Architectural Overview

A conformance test suite defines what should be tested but it does not define how
a concrete graph database engine is started, how data is loaded, how endpoints are
selected, how results are requested or how engine-specific errors are interpreted.
If all of these concerns are implemented in one engine-specific runner, the test
logic cannot be reused. The framework therefore separates a reusable framework
core from engine adapters.

The framework core coordinates the common workflow of a test run. It reads
configuration, discovers tests, extracts manifest metadata, prepares groups of
tests, invokes the selected engine adapter, compares expected and actual results
and writes structured output. The core is independent of QLever, Jena Fuseki
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, Oxigraph or any other concrete system [10–12]. It does not need to know
whether an engine builds an index before startup, keeps data in a repository,
accepts updates through a separate endpoint or requires authentication for specific
operations.

Engine-specific behavior is delegated to adapters that implement the EngineManager
abstraction. An adapter handles the operational details of one engine: preparing
data, starting or selecting the server, exposing endpoint paths, sending queries or
updates in the form expected by the engine, collecting logs and cleaning up after
a group of tests. The framework core calls the adapter through a stable interface.
The same execution controller can therefore run a query evaluation test, update
test, syntax test, protocol test or federation test without embedding the lifecycle
rules of a specific engine.

Test suite handling is also separated from engine integration. W3C-style
manifests describe tests through RDF metadata, including names, types, actions,
input data, expected results and approval information [3]. The framework turns
this metadata into internal test objects before an engine is started, so the same
parsed test definitions can be executed against different engines. A new adapter
does not reimplement manifest traversal, test type classification, result file han-
dling or filtering.

Result comparison forms another independent layer. SPARQL result formats
are standardized separately from the query language and the protocol [6–8]. The
framework therefore does not treat engine output only as raw text. It dispatches
comparison to format-specific modules: XML, JSON, CSV, TSV and RDF graph
results are interpreted according to their structure and the comparison layer
produces a normalized status and diagnostic material. This is necessary because
engines can return semantically equivalent results with different serialization
details.

Figure 4.1 shows these components and the boundaries between them. The
top row follows control flow from configuration to the engine. The bottom row
follows the result flow that emerges from the execution controller and ends in the
downstream consumers.

The TestSuite component is the execution controller. The EngineManager
interface is the boundary to engine-specific behavior. The comparison modules
evaluate expected and actual results. The result model stores status information,
logs, raw responses, expected output, actual output and diffs.
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Figure 4.1: High-level framework architecture. Configuration and the test suite
parser feed the TestSuite execution controller, which drives the en-
gine through the EngineManager adapter (Section 4.4). The controller
delegates expected-vs.-actual comparison to format-specific modules
whose normalized output is written to the structured result store.
Visualization and CI consumers read that store rather than the con-
troller.

4.2 Integration into the qlever-control Tool

The framework is also used inside of qlever-control, the command-line tool intro-
duced in Section 2.5. Section 2.5 described qlever-control as a tool that operates
SPARQL engines through named commands such as index, start, stop and
query. The framework adds new commands to this tool. At the architectural
level, these commands are one user-facing entry point into the framework core. A
second, standalone entry point exists for adapters that are not distributed with
qlever-control. Both entry points drive the same framework core.

The framework contributes a command group for conformance evaluation.
The test command runs a conformance run: it selects an engine, parses the
configured test suites, executes the tests and writes the structured result file.
The setup command prepares the test environment by obtaining the W3C test
suites and a configuration template. The visualize command starts the result-
inspection front end. These commands map directly onto the architectural
pipeline: setup provides the inputs, test drives the execution pipeline of Sec-
tion 4.3 and visualize consumes the structured output. The concrete command
arguments are described in Chapter 5.

The integration also determines how engine adapters control engines. qlever-
control already provides per-engine index, start, stop and query commands
for the integrated engines. The EngineManager adapters described in Section 4.4
reuse these existing commands as their engine-control layer rather than reim-
plementing engine startup, indexing and querying. An adapter for an engine
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that qlever-control already supports therefore mainly translates the framework’s
setup, query, update and cleanup operations onto the engine’s existing commands.
This is an architectural decision: the framework treats qlever-control’s per-engine
commands as the mechanism behind the adapter boundary, which keeps engine-
control logic in one place and avoids duplicating it inside the framework. The
detailed call mechanism is described in Chapter 5.

4.3 Execution Pipeline

A conformance run moves through six architectural stages: configure, parse, group,
prepare, execute and compare-and-store. Figure 4.2 shows the stages and the
artifacts that flow between them. The exact commands and function calls belong
to Chapter 5. The order and the artifacts are stable across engines.

Configure
engine, suites, filters

Parse
manifests → TestObject

Group
by category, then by data

Prepare
adapter loads RDF data

Execute
per test in group

Compare & store
structured result file

adapter TestObject stream

category, data

request
response, logs

expected vs. actual

setup error → whole group

Figure 4.2: Execution pipeline of a conformance run. Configuration selects the
engine, suites and filters and resolves the EngineManager adapter
(Section 4.4). The parser turns manifests into TestObject instances,
which are grouped first by test category and then by the RDF data
they require. The adapter prepares the engine once per group. The
tests in the group are executed against the prepared engine and their
results are passed to the comparison and storage stage (Section 4.7).
A setup failure marks all tests in the affected group instead of running
them individually.
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Configure. The user or CI environment selects an engine, one or more test
suites, include or exclude filters, output settings and parameters such as graph
store paths, authentication and configured datatype aliases. The selected engine
is resolved to an EngineManager adapter, which becomes the boundary object
for the rest of the run. The loading mechanism is described in Chapter 5.

Parse. The framework reads each suite root, follows the included manifests
and extracts test entries into TestObject instances [3]. Before execution, a
TestObject carries the identifier, type, query or update, RDF input files, expected
result and protocol request data. During execution it is enriched with status, error
category, raw responses and logs. Custom suites enter the same pipeline if their
manifests follow the W3C structure (Section 4.6).

Group. The grouping is two-level. Tests are first partitioned by category (query
evaluation, result format, update, syntax, protocol and graph store protocol,
federation) because each category needs a different execution path. Within a
category, tests that reference the same default graph and the same named graphs
are collected into one data group. Both keys are derived from the manifest and
are independent of the selected engine. The engine is then set up once per data
group instead of once per test, which removes most server restarts and index
rebuilds from a full suite run. Tests that mutate state (update and graph store
protocol tests) require a reset or restart for each test. The concrete reset behavior
is described in Chapter 5.

Prepare. For each group, the execution controller asks the adapter to prepare
the engine with the group’s RDF data. Depending on the adapter, this corresponds
to building an index, loading files through an HTTP endpoint, populating a
repository or resetting a running store. If preparation fails, every test in the
group is marked with a setup error and the adapter logs are attached to the
affected TestObject instances. The per-test execution stage is skipped for the
whole group.

Execute. Once a group is prepared, the execution controller runs the tests in the
group through the execution path of their category: query evaluation tests submit
a query, update tests run a SPARQL Update operation and inspect the resulting
graph state, syntax tests check accept-or-reject behavior, protocol and graph store
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protocol tests exercise HTTP-level behavior and federation tests run SERVICE
clauses against controlled local endpoints. For every test the controller records
the request sent to the engine, the response body, the execution status, the relevant
logs and any error diagnostics. The framework needs this evidence because a failed
conformance test can stem from a setup failure, an unsupported feature, an invalid
serialization, a query exception, a protocol mismatch, a timeout or a genuine result
difference and the evaluation must keep these causes distinguishable.

Compare and store. When a test returns a parseable result of the expected
kind, the controller hands the expected result, the actual response and the relevant
configuration to the format-specific comparator, which returns a normalized status
and diagnostic material (Section 4.7). When execution failed before a comparable
result existed, the failure category is recorded directly. The enriched TestObject
instances are then serialized into the structured result file.

4.4 Engine Abstraction

EngineManager is the boundary introduced in Section 4.1. It defines what the
framework requires from an engine, not how the engine provides it: preparing
the engine with a given set of default and named graphs, executing a query,
executing an update, exposing endpoint paths for protocol tests, collecting logs
and cleaning up engine state. The execution controller does not depend on
whether these operations are realized through local commands, HTTP requests,
container management or library calls. The remainder of this section names
three obligations that follow from this contract and that constrain every adapter,
regardless of the engine behind it.

Update execution carries a non-obvious obligation. An update test is not ver-
ified by an HTTP status code alone. The framework inspects the resulting graph
state and compares it with expected RDF graphs. The adapter must therefore
both apply the update and expose enough query capability to reconstruct the
default graph and the named graphs afterwards. Some engines need a dedicated
default-graph query because their internal representation of the default graph
diverges from the abstract RDF dataset model.

Protocol tests require endpoint substitution at runtime. The SPARQL Pro-
tocol defines HTTP-level behavior independent of any specific deployment [5],
so a manifest cannot encode the runtime paths of every integrated engine. The
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adapter supplies the query endpoint and, where applicable, separate update and
graph store paths. The protocol component substitutes these into the prepared
request before it is sent.

Capability boundaries are first-class outcomes. An adapter may be unable
to serve a graph store endpoint, to produce a requested result format or to handle
a category of protocol tests. The framework records such cases as NOT_TESTED
(Not tested in the evidence package) rather than as FAILED, because an absent
interface and an incorrect query result carry different meaning for the evaluation.
The abstraction does not promise that every engine can be integrated without
effort. It gives the required effort a fixed place in the architecture so that any
remaining mismatch becomes visible as a limitation of the interface rather than
as a diffuse change across the framework core.

4.5 Adapter Interface

Section 4.4 stated what an adapter must provide. This section describes the shape
of the interface through which it provides it: how the operations are arranged
in time, how an adapter is selected and bound to a run and how the boundary
decides what may live inside an adapter and what may not.

The interface is a small, fixed surface rather than a convention spread over
many entry points. The execution controller calls into this surface for every test
category and the adapter translates each call into engine-specific actions. Because
the surface is fixed, the controller never branches on the engine identity after
configuration and a new adapter can be written without first reading how the
controller is composed.

Each operation has a defined lifecycle position. Preparation acts on one data
group and returns once the engine is ready for the tests that share its RDF inputs.
Query and update operations are issued per test against the already-prepared en-
gine and return the response material that the comparison layer expects. Endpoint
operations return the runtime paths that the protocol component substitutes into
pending requests. Cleanup is invoked at the end of a group. The adapter is free to
choose between tearing the engine down, restarting it or only clearing its graphs,
as long as the next group observes the same initial state. The controller does not
inspect adapter internals between these calls and the adapter does not act outside
of them.

Adapter selection is itself part of the architecture. The selected engine name is
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resolved to a single adapter instance at the start of a run and that instance carries
the run’s configuration object, so no later component repeats engine resolution.
External adapters that are not distributed with qlever-control enter the same
selection step through the standalone entry point referenced in Section 4.2.

The interface is also defined by what it excludes. An adapter does not see
manifests, does not group tests, does not apply comparison rules and does not
shape the result schema, these remain framework concerns. This exclusion is what
makes integration effort measurable: if adding an engine fits within an adapter,
the architecture is doing its job and if it forces edits to suite parsing or comparison,
the interface has missed a capability and is extended once for all engines rather
than worked around in one adapter.

4.6 Test Suite Handling

Test suite handling is the layer that turns external conformance material into
framework-internal test objects. It exists so that no later component has to
read manifests: once a run starts, the execution controller, the adapter and the
comparison modules operate only on internal objects. The translation happens
once, before any engine is touched.

More than one suite can feed this layer in a single run. Official W3C SPARQL
1.0 and 1.1 suites supply the shared reference and custom suites supply regression
cases or scenarios that the official material does not cover. As long as a custom
suite uses the W3C manifest structure [3], it passes through the same extraction
logic and contributes to the same result groups as an official suite. Suite selection
is therefore expressed in configuration. The framework does not assume a fixed
suite directory or a single manifest layout, which would have tied the conformance
infrastructure to one external source.

Filtering belongs to extraction rather than to later execution. Include and
exclude filters are applied while internal test objects are produced, so engine
preparation is never performed for tests that the run has already excluded. This
is what allows the same framework to be driven by a complete official run and by
a narrow CI or debugging run without separate code paths.

The internal test object is the connection between this layer and everything
that follows. It carries the test’s definition before execution and accumulates
status, raw responses, logs and comparison output during execution. Both halves
live on the same record by design: every later component attaches its results to
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the object it already received, which is what allows the structured result file to
be a single coherent collection rather than a join across separate stores. The cost
is that the object grows broad. Chapter 5 treats this as an explicit trade-off and
describes the concrete fields.

Grouping then arranges these objects for execution as introduced in Sec-
tion 4.3. The point relevant to suite handling is that the grouping key is derived
from the manifest, not from the engine. The same suite material therefore induces
the same groups across adapters, which is what allows per-group setup to remain
reproducible when the selected engine changes.

4.7 Result Normalization and Comparison

Section 4.1 established that comparison is a separate layer and that it dispatches
to format-specific modules. The rules that turn this dispatch into normalization,
rather than a form of text comparison, are the subject of this section.

Each comparator parses both the expected result and the engine response
before comparing them [6–8]. Two architectural consequences follow. Serialization
details that do not change the represented result, for example namespace prefixes,
whitespace, column ordering, irrelevant header formatting, cannot cause a test
to fail. And differences are reported at the level of a binding, a row or a triple
instead of as opaque text, which makes diagnostics usable for evaluation rather
than only for debugging.

Blank-node labels are local to a serialization [1], so the labels chosen by the
engine do not have to match those in the expected result. For tabular formats, the
comparator accepts the result if a consistent renaming exists between expected and
actual labels across all rows. For RDF graph results, including update verification,
the same idea generalizes to graph isomorphism. Without this rule, every engine
would fail tests whose only real difference is internal label choice.

Numeric datatype handling is configurable. The user can declares alias pairs
as part of run configuration. When a comparison succeeds only after applying
such an alias, the outcome is recorded as an intended deviation, distinct from
both an ordinary pass and an ordinary failure. This makes a known compromise
explicit in the result data rather than hidden inside comparator code.

The layer’s output is structured: each comparison returns a status from
a fixed set (passed, failed, intended deviation, not tested) together with the
diagnostic material needed to explain it, normalized expected and actual values,
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the raw response and any error category carried over from execution. Downstream
consumers such as the visualization tool and CI summaries work only on this
structured output and never re-parse engine responses.

4.8 Protocol and Federation Test Support

Query evaluation tests are not the only tests relevant for SPARQL conformance.
The W3C material also includes tests that exercise protocol behavior, graph
store operations, service descriptions and federated queries. These tests require
additional architectural support because they are not reducible to sending one
query and comparing one result set.

Protocol tests check HTTP-level behavior defined by the SPARQL Protocol
[5]. They may specify request methods, endpoint paths, query or update pay-
loads, headers, status codes, content types and response bodies. A normal query
execution method hides many of these details because it only asks the engine
to execute a SPARQL query and return a body. Protocol tests therefore need a
separate component that can construct or preserve the intended HTTP request,
send it to the correct runtime endpoint and compare the HTTP response at the
level expected by the test.

Endpoint substitution is necessary because the test definitions cannot know
the endpoint layout of each integrated engine. A manifest or protocol tran-
script may refer to a generic /sparql path, while the selected engine exposes a
repository-specific query path, a separate update path or a graph store path. The
protocol testing component therefore combines the abstract request from the test
definition with endpoint information from the adapter and configuration. This
keeps endpoint differences out of the test suite while still allowing the test to
exercise protocol behavior.

Protocol tests require raw HTTP behavior. Standard client libraries often
normalize requests and responses by changing header casing, managing redirects,
calculating content length, decoding transfer encodings or reusing connections.
This behavior is useful for ordinary clients but can hide the exact properties a
protocol test checks. The framework therefore separates protocol handling from
ordinary query execution. Chapter 5 describes the raw transport implementation
and response parsing in detail.

Graph Store Protocol tests are related but often stateful. A test may create
a graph, receive a new location and then use that location in a later request. The
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framework must therefore preserve protocol state within the test. This statefulness
differs from ordinary query evaluation, where tests can often be grouped by data
and executed independently after setup. The architecture treats Graph Store
Protocol tests as their own execution path so that stateful request sequences and
graph store paths can be handled explicitly. This is necessary because Graph
Store tests may depend on the effects of earlier tests, which means that the order
in which the tests are executed matters.

Federation tests require a different extension. SPARQL 1.1 supports fed-
erated queries through the SERVICE keyword, where a query evaluated by one
engine sends subqueries to another SPARQL endpoint [2]. If the framework relied
on external network endpoints for these tests, results would depend on network
availability, remote service behavior and external data state, which would weaken
reproducibility and make CI execution harder. The framework therefore uses a
controlled local or mock SPARQL endpoint infrastructure for federation tests.

The mock federation infrastructure provides SPARQL service endpoints dur-
ing a test run. The framework reads service data from the test definition, starts
a local server, registers the relevant RDF data, rewrites service URLs in the test
query where necessary and lets the main engine evaluate the query. When the en-
gine follows the SERVICE clause, the request is handled by the mock server rather
than by an external service and the mock server answers using the registered RDF
data and returns standardized result formats.

This design keeps federation tests reproducible in local and containerized en-
vironments. It also makes failures easier to interpret because the service endpoint
is part of the test infrastructure rather than an uncontrolled external dependency.
Some implementation details remain non-trivial, especially when the main engine
runs inside a container and the mock server runs on the host. The architecture
handles this by treating the mock endpoint address as a runtime configuration
concern. Chapter 5 describes how host addresses and nested service requests are
handled.

Protocol and federation support show that the architecture of the framework
has to represent different kinds of tests, route them through appropriate execution
paths and still store their outcomes in a common result model. This is necessary
for full suite coverage and for a meaningful multi-engine evaluation.
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4.9 Configuration Management

Configuration management makes the framework reusable without turning every
run into a code change. A conformance run depends on many parameters: the
selected engine and adapter, suite paths, include or exclude filters, endpoint paths,
graph store paths, output directories, authentication information, type aliases,
runtime identifiers and execution settings for local or CI environments. These
values should be explicit and documented for a run.

The framework uses a configuration object as the central carrier of runtime
parameters. This object connects the user-facing entry point, the suite extraction
layer, the execution controller, the engine adapter and the comparison modules.
Test extraction reads suite paths and filters. The adapter reads engine-related
parameters such as host, port, image or binary location, endpoint suffixes and
graph store settings. The comparison modules read alias settings. Result storage
reads the output name and location. This shared configuration avoids hidden
global assumptions.

Engine selection is the most visible configuration choice. The selected engine
determines which adapter is used but it does not change the core workflow:
the same suite parser, grouping logic, execution controller, comparison modules
and result storage format are reused. This is the practical meaning of engine
independence in the architecture.

Suite selection is another configuration dimension. A full evaluation may
run SPARQL 1.0, SPARQL 1.1 and custom suites in one workflow. A debugging
run may include one group and exclude known environment-dependent tests.
These choices are expressed in configuration rather than by editing manifests or
commenting out code.

Endpoint and graph store configuration supports heterogeneous engines.
Some engines expose query and update operations under one endpoint. Others
use different paths for query, update and graph store operations. Some proto-
col tests need to substitute runtime paths into generic request definitions. The
adapter provides engine-specific defaults where possible and configuration can
supply values that vary between installations.

Type aliases are a special example of configuration affecting comparison.
This allows known and intentional differences to be represented without changing
the comparator code for one engine and it keeps such deviations visible in the
result data rather than silently accepting them as ordinary passes.
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4.10 Extensibility Mechanisms

Extensibility follows from the separation of responsibilities described above. The
architecture localizes changes when new engines, suites, result formats, output
consumers or execution environments are added. The focus should be to reduce
the need to modify unrelated parts of the framework, when adding a new feature.

Adding a new engine primarily means implementing a new adapter for the
EngineManager interface. If the adapter can implement the required operations,
the existing suite parser, execution controller, comparison modules and result
storage are reused. This is the most important extensibility mechanism, because
the thesis evaluates whether heterogeneous engines can be integrated through a
common abstraction.

Adding or updating test suites is a separate extension path. If a suite
follows the W3C-style manifest model, the existing extraction and grouping logic
can process it without engine-specific changes. Custom suites can therefore add
regression tests, cover features not sufficiently represented in the official suites or
reproduce known edge cases. This supports the framework’s use beyond one fixed
W3C suite version.

Introducing a new test category within the W3C-style manifest model would
require an implementation similar to the existing categories. In many cases,
shared mechanisms such as result comparison could be reused, while only the
category-specific execution logic would need to be added. This can be done
without touching any of the other categories.

Adding comparison support for additional result formats is another possible
extension. The architecture already separates result comparison by format. If
a future suite or engine requires an additional standardized serialization, a new
comparator can be added at the comparison layer and registered for the corre-
sponding expected result type. This does not require changing engine adapters
unless the engine needs special negotiation to produce that format.

The main limitation of this extensibility model is that some engine behavior
may not fit the current abstraction cleanly. An engine might require complex
transaction handling, a non-HTTP query interface, distributed service setup or
result behavior that the existing comparison modules cannot normalize. In such
cases, the architecture still helps by making the mismatch explicit. The required
change can be discussed as an adapter limitation, a missing hook or a comparison-
layer extension.
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Extensibility therefore depends on separation of concerns. Engine logic, suite
parsing, execution control, result comparison, protocol support, federation sup-
port, configuration and reporting each have defined architectural responsibilities.
The framework can grow because new behavior has a place where it belongs. This
is the central mechanism by which the design supports future engines and custom
conformance workflows.
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Implementation

Chapter 4 described the framework at the architectural level. It explained the
split between the reusable framework core and engine-specific adapters, the role
of EngineManager, the test-suite pipeline and the common result model. This
chapter describes how those decisions are realized in code.

The framework core keeps manifest parsing, test grouping, execution control,
result comparison, diagnostic output and automation support in reusable modules.
Engine-specific behavior is isolated in adapters that the runner selects at runtime.
This chapter focuses on implementation decisions, data structures, workflows
and trade-offs that make the framework usable for W3C and custom SPARQL
conformance suites.

This implementation builds on the QLever-specific conformance prototype
of my bachelor thesis [4]. The prototype was a single runner with QLever logic,
manifest parsing and result comparison hardcoded into one code base. The
present framework keeps the parts that were already engine-independent (the
result comparators, the per-test serialization and the diagnostic-output design),
reworks the parts that were entangled with QLever (manifest extraction, the
runner, the QLever adapter and the visualization stack) and adds the parts that
did not exist before: the EngineManager abstraction, dynamic engine loading, the
qlever-control integration with the called_from_conformance_test execution
mode, the multi-suite version 2 output schema and protocol- and federation-test
support. The sections below state, where relevant, whether a component is carried
over unchanged, refactored or new.
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5.1 Technology Stack

The framework is implemented in Python. The framework is an orchestration
tool. It parses manifests, starts external processes, communicates with HTTP
endpoints, compares structured result files, serializes diagnostics and runs in local
and CI environments.

The source layout follows the separation introduced in Chapter 4. The
standalone entry point is main.py. The reusable modules are placed under src/:
config.py, extract_tests.py, test_object.py, testsuite.py, engines/engine_manager.py,
the format-specific comparison modules, protocol_tools.py, protocol_request.py,
mock_sparql_server.py and util.py. The qlever-control variant places the
same components under sparql_conformance/, with adjusted import paths and
added integration with qlever-control commands.

The core toolchain continues the choices of the QLever prototype [4], which
already used rdflib, requests and the Python standard library for the same
tasks. The framework uses rdflib for two tasks: parsing RDF manifests and
comparing RDF graph outputs. Manifest files in the W3C suites are RDF doc-
uments in Turtle syntax and rdflib provides the parser and graph API used
by extract_tests.py. The library is also used in rdf_tools.py and in the
federation mock server, where Turtle files are loaded into an RDF graph for query
execution or graph comparison [18]. HTTP communication with SPARQL end-
points uses requests when a test does not require raw HTTP control [19]. Raw
protocol tests bypass this layer, as Section 5.7 explains.

Several Python standard library modules provide infrastructure code. argparse
implements the command-line interface and stores parsed arguments in names-
pace objects [20]. importlib loads adapters dynamically [21]. socket sends
raw HTTP requests for protocol tests without client-library normalization [22].
http.server is the basis for the in-process mock SPARQL server used by fed-
eration tests [23]. json and bz2 store and compress result files [24, 25]. Engine
adapters that start local binaries or build temporary indexes also use subprocess
and temporary directories.

Docker and GitHub Actions are not part of the comparison logic but they
are part of the execution infrastructure. The current qlever-control integration
does not package the framework process as a Docker image. The Python package
runs on the host and starts engines through Docker, Podman or native binaries,
selected by the system configuration. Docker therefore serves the engine runtime
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images and the visualization stack. GitHub Actions workflows run the framework
non-interactively and store compressed result files as artifacts [15, 16]. The
visualization component is a separate web application.

5.2 Command-Line Interface and Execution
Workflow

The standalone framework is started through main.py. This file is the user-facing
entry point for local runs and for CI invocations that do not use the qlever-
control command wrapper. Its task is small: parse command-line arguments,
construct a Config object, resolve the selected engine adapter, extract tests from
the configured suites, execute the suites and write the result file.

The command-line interface is implemented with argparse. The standalone
invocation accepts an engine selection, a run name, directories for SPARQL 1.0
and SPARQL 1.1 suites, include and exclude filters, custom suite configuration
and datatype aliases. A typical invocation for a SPARQL 1.1 suite has the
following form:

python3 main.py --engine <adapter> --name <run-id> \
--sparql11-dir <path>

The --engine argument selects either a named engine or a path to a Python
adapter file. Named values are qlever, blazegraph, graphdb, jena, mdb, oxigraph
and virtuoso. The --name argument defines the run identifier. This identi-
fier is used as the file name stem for the compressed result file, for example
results/<run-id>.json.bz2. The standalone CLI validates that at least one
suite source is configured: --sparql11-dir, --sparql10-dir or --custom.

The --type-alias argument accepts a JSON list of datatype pairs. The
comparison step treats each pair as an intended deviation, as Section 5.6 describes.
The --include and --exclude filters restrict a run to selected tests or groups.

The Config object is the internal representation of these parameters. It
stores values such as server_address, port, image, system, GRAPHSTORE, alias,
path_to_test_suite, path_to_binaries, include, exclude, number_types and
run_id. The framework core reads some fields, such as test-suite paths and filters.
Adapters read others, such as ports, images, binary paths, graph-store endpoints
and run-specific file names.
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Flag Default Purpose

--engine required Adapter file path or named engine.
--name required Run identifier and result file stem.
--port 7001 SPARQL server port used by the

adapter.
--graph-store sparql Graph Store Protocol endpoint suf-

fix.
--sparql11-dir none SPARQL 1.1 suite directory.
--sparql10-dir none SPARQL 1.0 suite directory.
--custom none JSON object mapping custom suite

names to directories.
--binaries-
directory

empty Directory for native QLever bina-
ries in file-based managers.

--exclude empty list Comma-separated test or group ex-
clusion list.

--include none Comma-separated test or group in-
clusion list.

--type-alias none JSON list of datatype alias pairs.

Table 5.1: Standalone main.py command-line flags used by the conformance run-
ner.

A complete run follows a fixed sequence. First, main.py parses the argu-
ments and creates the configuration. Second, it resolves the selected engine
adapter. Third, for each configured suite, it calls extract_tests(config). The
extractor reads the manifest tree and returns tests grouped by category and data
dependency. Fourth, a TestSuite instance is created with the grouped tests and
the selected EngineManager. Fifth, TestSuite.run() executes the categories
in a fixed order and enriches the TestObject instances with results, logs, raw
responses and comparison diagnostics. Finally, the collected suite results are
written as compressed JSON.

The include and exclude filters are applied during test extraction, so filtered-
out tests never enter the execution pipeline. In local debugging, this lets a single
test or group be rerun without processing the complete suite. In CI, the same
mechanism supports regression runs that execute only the tests affected by a
recent adapter change or that exclude known environment-dependent cases. The
output schema stays the same in both cases.

The qlever-control package provides a second entry path. In this mode,
commands/test.py implements TestCommand, reads an INI-style Qleverfile and
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is invoked through sparql_conformance with the arguments test --engine
qlever. The helper method relevant_qleverfile_arguments() maps Qlever-
file sections to framework configuration. It reads conformance keys such as name,
port, engine, graph_store, suite directories, custom suites, aliases, filters and
binary directories. It reads system from the runtime section and engine image
settings such as qlever_image, jena_image or graphdb_image. This path serves
engines distributed with the qlever-control command infrastructure, while the
standalone main.py path serves adapters outside that package.

5.3 Dynamic Engine Loading

Dynamic engine loading turns the adapter concept from Chapter 4 into a runtime
extension point. In standalone mode, an engine adapter can be a plain Python
file. It does not have to be installed as a Python package and it does not have
to be registered in a central plugin registry. The only requirement is that the file
defines a class that subclasses EngineManager.

The loading function load_engine_from_file in main.py uses Python’s
importlib machinery. The following excerpt is equivalent to the implementation:

spec = importlib.util.spec_from_file_location(
"engine_module", abs_path)

module = importlib.util.module_from_spec(spec)
spec.loader.exec_module(module)
for name in dir(module):

obj = getattr(module, name)
is_engine_class = (

isinstance(obj, type)
and issubclass(obj, EngineManager)
and obj is not EngineManager)

if is_engine_class:
return obj()

The snippet shows the adapter discovery principle. The selected file is im-
ported as a module from its absolute path. The loader iterates over the module
attributes and returns the first class that subclasses EngineManager, excluding
EngineManager itself. The returned value is an instantiated adapter object.
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This loader lets an adapter author keep engine-specific code outside the
framework core and still use the same runner. The adapter file may call external
binaries, use an engine-specific REST API, allocate temporary directories or im-
plement a query workaround. As long as it presents the EngineManager interface,
the test parser, execution controller, comparison modules and output writer stay
unchanged.

Named engine resolution is a second path. If the engine argument refers to a
known engine name rather than a file path, the get_engine_manager_by_name
helper delegates to the qlever-control package. This keeps compatibility with the
bundled integrations for QLever, Jena, Oxigraph, Blazegraph, Virtuoso, GraphDB
and MillenniumDB. The standalone loader supports external adapters. The
named factory integrates with the existing command ecosystem.

The core performs discovery and instantiation but it does not inspect adapter
internals beyond subclass membership. If an adapter fails during import or setup,
the framework records an integration failure and does not change manifest parsing
or result comparison.

5.4 Test Suite Parsing and Grouping

Test-suite parsing generalizes the manifest-extraction step of the QLever prototype
[4]. The prototype extracted test metadata by running SPARQL queries over the
manifests with QLever itself, because the framework cannot assume a working en-
gine before tests run, parsing now uses the rdflib graph API directly. It is imple-
mented in src/extract_tests.py. The entry function extract_tests(config)
looks for manifest-all.ttl in the configured suite directory and falls back to
manifest.ttl if necessary. It then calls load_tests_from_manifest() recur-
sively. The manifests are parsed as Turtle RDF graphs with rdflib.

The parser follows mf:include lists recursively and keeps a visited set
to avoid circular loading. For each manifest entry it extracts the test name,
RDF type, action node, expected result, approval metadata, comments, feature
annotations and entailment information. The relevant namespaces are mf: for test
manifests, dawgt: for approval metadata, sd: for service descriptions, ht: for
structured HTTP protocol tests and cnt: for request body content. The parser
must read RDF because the W3C test suites store executable test metadata in
RDF manifests rather than in a flat list of files [3].

The extracted metadata is converted into TestObject instances. The helper
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parse_node() converts RDF blank nodes into Python dictionaries, URI references
into file-system paths through uri_to_path() and literals into strings. Each
TestObject stores the query file content, graph file content, named graph files,
expected result file content, result format and metadata. The parser reads this
file content eagerly. The runner then does not reopen test files while the engine is
running. The trade-off is that the complete selected suite must fit into memory.

Include and exclude filters are applied in this parsing phase. A test that
does not pass the filters is not added to the grouped result structure. The output
therefore represents the selected run, not the complete suite with skipped entries.

The parser maps W3C test types to framework categories. Query evaluation
tests are assigned to query, CSV result-format tests to format, update tests to
update, syntax tests to syntax, protocol tests to protocol, Graph Store Protocol
tests to graphstoreprotocol and service description tests to service. If a
QueryEvaluationTest contains service data in the action node, it is reclassified
as federation. Table 5.2 summarizes the mapping.

Manifest test type Framework category

QueryEvaluationTest query
CSVResultFormatTest format
UpdateEvaluationTest update
PositiveSyntaxTest,
NegativeSyntaxTest,
PositiveSyntaxTest11,
NegativeSyntaxTest11,
PositiveUpdateSyntaxTest11,
NegativeUpdateSyntaxTest11

syntax

ProtocolTest protocol
GraphStoreProtocolTest graphstoreprotocol
ServiceDescriptionTest service
QueryEvaluationTest with service
data

federation

Table 5.2: Implementation-level mapping from manifest test types to execution
categories.

The grouping function collect_tests_by_graph() reduces repeated engine
setup. After parsing, each test’s required data files are collected as a set of graph
references. Each reference is a pair of file path and graph name. The set is
deduplicated and sorted, then converted to a tuple. This tuple is the grouping
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key:

(
("/path/to/default-data.ttl", "-"),
("/path/to/named-graph.ttl", "http://example.org/graph")

)

The graph name "-" denotes the default graph. Named graphs use the graph
IRI from the manifest as the second tuple element. Tests without explicit input
data use src/data/empty.ttl as the fallback default graph. This ensures that
every test has a well-defined data dependency key, including syntax tests and
protocol tests that do not require a data file.

The grouping key matters because TestSuite.run() runs one setup() and
cleanup() cycle per data group rather than per test. This matters for engines
whose setup is costly, such as building an index or creating a repository. If several
tests share the same default graph and named graph inputs, the engine is prepared
once and the queries run within that prepared state. The data dependencies stay
explicit in the grouping key.

Tests Normalized graph key Engine lifecycle

test-a, test-b (data.ttl, "-") one setup, two
queries, one
cleanup

test-c (data.ttl, "-"), (g.ttl,
<g>)

one setup, one
query, one
cleanup

syntax tests without
data

(empty.ttl, "-") one setup, mul-
tiple syntax
checks, one
cleanup

Table 5.3: Simplified example of grouping tests by shared graph dependencies.

The same design has one limitation. Grouping by data files is correct for tests
that do not mutate the dataset. Update and Graph Store Protocol tests change
engine state, so they need additional care. The implementation handles these
categories through separate runner methods and graph reset behavior, described
in the next section.
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5.5 Execution Control and Engine Lifecycle

The execution loop is implemented by src/testsuite.py. The TestSuite class
receives the grouped tests and an EngineManager instance. Its run() method
dispatches to category-specific methods in a fixed order:

run_query_tests()
run_update_tests()
run_syntax_tests()
run_protocol_tests()
run_graphstore_protocol_tests()
run_federation_tests()

The format category runs through the same query path as query evaluation
tests, because CSV and TSV result-format tests also consist of a query and an
expected result file. Protocol, Graph Store Protocol and federation tests use
separate execution paths because they require HTTP-level request handling or
auxiliary endpoints.

For grouped query tests, the main lifecycle unit is the graph key described
in Section 5.4. Before a group is executed, prepare_test_environment() calls
engine_manager.setup(). The adapter receives the complete data configuration
for the group as a tuple of (file_path, graph_name) pairs. It then performs the
engine-specific setup, for example building an index, loading a repository, starting
a server or resetting data.

The return value of setup() contains four elements: whether indexing or
loading succeeded, whether the server started, the index log and the server log.
These logs are propagated to all tests in the group. If a group fails during setup,
each affected test carries the same setup diagnostics in the result file, even though
no individual query ran.

Setup failures are assigned at group level. If index construction or data load-
ing fails, prepare_test_environment() calls update_graph_status() for every
test in the group and assigns Status.FAILED with ErrorMessage.INDEX_BUILD_ERROR.
If the server startup fails, the same group-level mechanism assigns Status.FAILED
and ErrorMessage.SERVER_ERROR. If both phases fail, the server error is pro-
cessed after the index error and overwrites the final error category. The caller
then skips individual test execution for that graph group. Tests are initialized as
Status.NOT_TESTED. The notTested counter is the residual after passed, failed
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and intended tests have been counted.
If setup succeeds, query tests are executed through engine_manager.query().

The adapter is responsible for translating the requested result format into headers,
command arguments or endpoint parameters accepted by the selected engine. The
framework receives an HTTP-like status code and a response body. A successful
response is passed to evaluate_query(), which selects the comparison module
based on the expected result file extension. A non-successful response is pro-
cessed by process_failed_response(), which classifies common error patterns
as query exceptions, request errors, unsupported features, parse errors, type errors
or undefined errors.

Update tests require a different state model. The implementation first pre-
pares the group data. Before each update test after the first, it calls reset_graphs()
on the adapter to restore the initial data state. The base EngineManager imple-
mentation can fall back to a full cleanup and setup cycle, while adapters such
as Jena and GraphDB override this method with a faster reset based on CLEAR
ALL and HTTP PUT operations. After the update query is executed through
engine_manager.update(), the framework reconstructs the resulting graph state
by issuing CONSTRUCT queries for the default graph and named graphs. The result-
ing RDF graphs are compared with expected Turtle files through compare_ttl().

Syntax tests reuse the query and update paths but interpret the status
differently. Positive syntax tests must be accepted. Negative syntax tests must
produce an error. The framework calls activate_syntax_test_mode() before
syntax tests. The default implementation does nothing. QLever overrides the
hook because it has to enable a special server mode that returns parse-error status
codes for invalid queries.

Cleanup runs after each group through engine_manager.cleanup(config).
The adapter decides whether this stops a subprocess, removes a temporary index
directory, clears a repository or removes a container. The framework core relies
only on the postcondition that the next group starts from a clean state.

5.6 Result Comparison Implementation

The result comparison logic is carried over unchanged from the bachelor the-
sis prototype [4], it is recapped here so that the description of the framework
is self-contained Result comparison is implemented in four format-specific mod-
ules. xml_tools.py compares SPARQL XML result files with extension .srx.
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json_tools.py compares SPARQL JSON result files with extension .srj. tsv_csv_tools.py
compares CSV and TSV result files with extensions .csv and .tsv. rdf_tools.py
compares RDF graph outputs, primarily Turtle files with extension .ttl. The
modules correspond to standardized SPARQL result formats and RDF graph
output formats [6–8].

All comparison functions return the same tuple:

(
Status,
ErrorMessage,
expected_html,
got_html,
expected_html_red,
got_html_red

)

The first element is the normalized test status. The second element is an
error or diagnostic category. The remaining elements are HTML fragments used
by the result viewer: complete normalized expected and actual outputs, followed
by reduced views that highlight differences. This common return type allows
TestSuite to treat all comparison modules uniformly after dispatching by result
format.

Each comparator parses its format into a structured representation rather
than comparing raw text, so that harmless serialization differences do not decide a
conformance result. The XML and JSON comparators (xml.etree.ElementTree
and the json module) handle both SELECT bindings and ASK booleans, accounting
for RDF term kind, literal values, datatype IRIs and language tags. The CSV/TSV
comparator (csv module) treats results as tables and realigns columns when the
headers are a permutation of each other. The RDF comparator parses expected
and actual Turtle into rdflib graphs and checks isomorphism, because graph
serialization order and blank-node labels are not stable identifiers. Across all
result-set formats, blank nodes are matched through a bijective expected-to-actual
label mapping, which avoids false failures from differing labels while still detecting
inconsistent mappings. The detailed per-format mechanics are documented in the
prototype [4].

Numeric type aliases are implemented through config.alias. The command-
line interface can fill this field through --type-alias. The value is a list of
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datatype pairs, for example a pair treating xsd:integer and xsd:int as equiv-
alent for a run. The comparators use a two-pass strategy. First, they compare
strictly. If the result matches strictly, the test is marked PASSED. If strict compar-
ison fails but comparison succeeds after applying configured aliases, the test is
marked INTENDED and the error category is set to INTENDED_MSG. If neither pass
succeeds, the test is marked as a result mismatch.

The comparison modules also generate diagnostic HTML. The full HTML
views show the normalized expected and actual results. The reduced red views
show the rows or triples that remain different. These views are not part of the
SPARQL semantics but a result file can contain hundreds of tests, so they make
inspection practical. The visualization pipeline displays these precomputed diffs
without reimplementing the comparison logic.

5.7 Protocol and Federation Test Support

Protocol and federation tests require special handling because they cannot be re-
duced to a single call to textttengine_manager.query() or engine_manager.update().
Protocol tests evaluate HTTP-level behavior defined by the SPARQL Protocol,
including methods, paths, headers, status codes, content types and response bod-
ies [5]. Federation tests require a controlled secondary SPARQL endpoint that
answers SERVICE requests during query evaluation.

Protocol execution is implemented in src/protocol_tools.py. The mod-
ule supports two styles of W3C protocol test definitions. Older tests encode
raw HTTP request and response transcripts in comments. These are parsed by
run_protocol_test() through string splitting and regular expressions. Newer
tests use structured RDF ht:Connection definitions in the manifest. Dur-
ing extraction, extract_protocol_requests() converts these definitions into
ProtocolRequest and ProtocolResponse data class instances. The execution
path for this representation is run_protocol_test_from_action().

Request preparation combines the abstract test request with runtime configu-
ration. The implementation replaces generic endpoint paths such as /sparql with
values from the adapter’s protocol endpoint hook methods. It inserts authoriza-
tion headers where an engine requires them. It substitutes $HOST$, $GRAPHSTORE$
and $NEWPATH$. Graph Store Protocol tests use the $NEWPATH$ value when they
create a graph and then refer to the returned location in later requests. After
substitution, the implementation recomputes Content-Length so that the raw
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request stays consistent.
Protocol requests are sent through raw TCP sockets. The function send_raw_http()

sends the prepared HTTP bytes and reads the response until the connection closes
or the expected body length is reached. It uses connection, idle and total timeouts
to avoid blocking indefinitely. It also supports UTF-8 and UTF-16 bodies where
the tests require them.

Raw sockets are used because ordinary HTTP libraries normalize many
protocol details. They may add or reorder headers, compute content lengths,
decode transfer encodings or hide intermediate response details. This behav-
ior is useful for application clients but it can hide the behavior that proto-
col conformance tests check. The framework therefore parses responses man-
ually, including chunked transfer decoding through parse_chunked_body() or
parse_chunked_response(). Response validation checks status codes, content
type and body content. Status patterns such as 3xx match any status in the
corresponding range.

Federation tests are implemented in src/mock_sparql_server.py. The
MockSPARQLServer is an in-process server based on Python’s http.server in-
frastructure. The current implementation uses ThreadingHTTPServer and a
background thread. Before a federation test runs, the framework reads the
service data from the manifest action, loads the referenced Turtle files into
rdflib.ConjunctiveGraph instances and registers them as virtual SPARQL end-
points.

The test query is then rewritten so that SERVICE URLs point to the mock
server. When the evaluated engine executes the query, it sends the service sub-
query to the mock endpoint. The mock server handles GET and POST requests,
extracts the SPARQL query, evaluates it with rdflib’s SPARQL engine over
the registered graph and returns either JSON or XML according to the Accept
header. It also strips Virtuoso-specific DEFINE input:default-graph-uri direc-
tives because rdflib cannot parse them.

The federation implementation handles nested SERVICE clauses by rewriting
service URLs that point back to the mock server. It supports SERVICE SILENT
behavior by returning empty results for certain nested service resolution errors,
so the evaluated engine can apply its own semantics for silent service failures.

Docker networking complicates federation tests. The main engine may run
inside a container while the mock server runs on the host, so the engine must
reach a host address. The helper _get_mock_host() selects this address. On
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macOS it can be host.docker.internal. On Linux the implementation inspects
the Docker bridge gateway and falls back to a routing-based host IP. This logic
is not part of SPARQL but it is needed for reproducible federation execution in
local and CI environments.

Figure 5.1 summarizes the resulting control and data flow. During setup the
TestSuite loads the local dataset into the evaluated engine and, in parallel, starts
the MockSPARQLServer and loads the referenced Turtle files into rdflib graphs.
It then submits the query, whose SERVICE URLs have been rewritten to point at
the mock server, to the evaluated engine. During evaluation the engine issues the
service subquery as an ordinary HTTP request and the mock server answers it
from the rdflib-backed test data. The engine assembles the federated result and
returns it to the TestSuite for comparison. From the engine’s perspective the
mock server is an ordinary remote SPARQL endpoint, which is what makes the
federation behavior observable without a second real engine.

TestSuite
Evaluated

engine
Mock SPARQL

server

rdflib graphs
(Turtle test data)

1. start mock & load service data

1. load dataset

2. rewritten query

6. final result

3. SERVICE request (HTTP)

5. JSON / XML response

4. evaluate

Figure 5.1: Federation test setup. During setup (1) the TestSuite loads the local
dataset into the evaluated engine and starts the MockSPARQLServer,
loading the service data into rdflib graphs. It then submits the
rewritten query to the engine (2). The engine resolves the SERVICE
clause by sending an HTTP request to the mock server (3), which
evaluates it over the registered rdflib graph (4) and returns the result
as JSON or XML (5). The engine assembles the federated result and
returns it to the TestSuite (6).
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5.8 Result Storage and Diagnostic Output

The result storage and diagnostic-output design is taken from the bachelor thesis
prototype [4] with minor changes. The per-test serialization, the field set described
below and the use of compressed JSON are unchanged. The only structural change
is the version 2 wrapper that groups results by suite (sparql10, sparql11, custom)
so a single result file can hold more than one suite.

The framework stores each run as a compressed JSON file under results/.
The file name is derived from the run identifier, for example <name>.json.bz2.
The files are compressed because they contain more than status counters. They
can include full query text, expected result files, actual response bodies, index
logs, server logs, protocol transcripts and HTML diffs. The runner writes the
JSON with BZ2 compression through textttbz2.BZ2File and io.TextIOWrapper.

The current structured output format is version 2. Version 2 wraps results
by suite, so SPARQL 1.0, SPARQL 1.1 and custom suites can be stored in one
result file. A simplified structure is shown below:

{
"version": 2,
"suites": {
"sparql11": {
"tests": {

"<test-name>": { "...": "TestObject.to_dict()" }
},
"info": {

"passed": 0,
"failed": 0,
"passedFailed": 0,
"notTested": 0,
"tests": 0

}
}

},
"info": {
"name": "info",
"passed": 0,
"failed": 0,
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"passedFailed": 0,
"notTested": 0,
"tests": 0

}
}

The suites object maps suite names to suite results. Each suite contains
a tests object and a suite-local info summary. The global info object stores
totals across suites. The field passedFailed represents intended deviations. The
name is not self-explanatory but the output schema keeps it for compatibility
with the visualization pipeline.

The serialization unit is TestObject.to_dict(). Each test record contains
pre-execution metadata and post-execution diagnostics.

The status model distinguishes PASSED, FAILED, INTENDED and NOT_TESTED
at the implementation level. The exact error category set is implemented in
src/test_object.py. It includes setup errors, request errors, query exceptions,
result differences, format errors, unsupported features, intended deviations and
expected exceptions for negative syntax tests. Additional engine-specific classifica-
tions, such as parse errors, type errors, undefined functions and HTTP not-found
cases, are assigned by process_failed_response() where the response body
matches known patterns.

The result file is designed for later inspection, not only for computing a final
pass count. For a failed query test, the file can contain the query that was sent,
the raw response, the expected result file, the normalized actual result and the
highlighted diff. For setup failures, the affected tests contain index and server logs.
For protocol tests, the file can contain the prepared request and the extracted
response. A later reader can inspect how a status was produced without rerunning
the complete suite.

The structured output is the boundary to downstream tools. The visual-
ization website, CI upload process and comparison views consume the stored
JSON instead of calling engine adapters. This keeps execution and presentation
separate. It also lets result files be archived as artifacts and reprocessed when the
visualization changes.



Chapter 5 Implementation 51

Field Meaning

version Output schema version. The current multi-suite
format uses version 2.

suites Mapping from suite name to suite-local result data.
suites[*].tests Mapping from test name to serialized TestObject.
suites[*].info Suite-local counters for passed, failed, intended,

not tested and total tests.
info Global counters aggregated across all suites in the

result file.

Table 5.4: Annotated structure of the compressed JSON result format.

5.9 QLever Reference Adapter

QLever is the original engine for which the earlier conformance testing approach
was developed [4] and it remains the reference adapter for this implementa-
tion. The earlier work embedded the QLever index, start, query and cleanup
logic directly in the test runner. The contribution here is to preserve that logic
behind the EngineManager interface so it becomes one adapter among several.
The standalone variant implements QLever in src/engines/qlever-binaries-
manager.py. The qlever-control package contains related manager code under
engines/qlever.py. In both variants, QLever-specific indexing, startup, query
and cleanup behavior is isolated behind EngineManager rather than embedded
in the framework core.

QLever uses a workflow based on pre-built indexes and a server process [10].
In the adapter, setup() receives the data files for one graph group, converts
RDF/XML inputs to Turtle with rdflib where required, builds the index into a
temporary run-specific directory (the IndexCommand in the qlever-control variant,
the qlever-index subprocess in the standalone manager) and starts qlever-
server, polling until it is reachable or a timeout is reached. The index and server
logs are returned as part of the setup() result and attached to all tests in the
group, because an indexing failure affects the whole group rather than one query.

Query execution is adapter-specific. The qlever-control implementation uses
QueryCommand.execute() and extracts the HTTP status from the command
output marker HTTP_STATUS:. The standalone binary manager uses the corre-
sponding binary-oriented path. In both cases, the framework receives a status
code and response body through the EngineManager.query() interface. The
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adapter also handles QLever-specific result-format behavior. For example, when a
SELECT or ASK test requests Turtle-style result-set output, QLever may return
another format, so the manager fetches SPARQL XML and converts it through a
helper such as _sparql_xml_to_result_set_ttl().

QLever requires special handling for syntax tests. The adapter overrides
activate_syntax_test_mode() and sends a configuration request with the ac-
cess token and the parameter syntax-test-mode=true. The request pattern is
?access-token=abc&syntax-test-mode=true. This makes the server return er-
ror codes for syntactically invalid queries. Without this hook, the generic runner
could misclassify negative syntax tests.

The adapter also overrides default_graph_construct_query(). QLever
stores the default graph under the IRI ql:default-graph. For update verifica-
tion, the framework has to query the graph state after an update. The default
implementation would issue CONSTRUCT {?s ?p ?o} WHERE { ?s ?p ?o } but
the QLever adapter uses a GRAPH ql:default-graph pattern so that the frame-
work retrieves the triples stored as the default graph in QLever’s representation.

Cleanup terminates the server process and removes temporary files or index
directories. Other engines may reset a repository over HTTP, remove a container
or clear a persistent store. The TestSuite calls only cleanup(config) and does
not encode the QLever-specific process model.

The QLever adapter has two roles. It preserves the original QLever use
case after the framework was generalized. It also serves as a reference for future
adapters: implement setup, query, update, protocol endpoints, syntax hooks, de-
fault graph behavior and cleanup and leave manifest parsing and result comparison
to the framework core.

5.10 Integration with and Contributions to
qlever-control

The framework is integrated into qlever-control and this integration reuses sub-
stantial pre-existing code. It is therefore necessary to state which parts of the
qlever-control code base are pre-existing and which parts are contributions of
this thesis. The qlever-control core, the shared QleverCommand base class and
the Qleverfile configuration system were written by the QLever team and are
used unchanged [13]. The per-engine command packages for Oxigraph, Virtu-
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oso, Apache Jena, Blazegraph, MillenniumDB and GraphDB were contributed
earlier by Tanmay Garg as part of his master’s thesis on unified benchmarking
infrastructure for SPARQL engines [14]. The contributions of this thesis are
the sparql_conformance framework in its entirety, the conformance commands
added to qlever-control, an execution mode that lets the existing commands run
inside the framework and a set of per-engine corrections needed for conformance
testing. The QLever core and the per-engine command packages provide the
index, start, stop and query logic. This thesis adds the conformance layer on top
and the modifications required to drive that logic automatically.

The framework reuses the qlever-control commands by calling them in process
rather than by running them as separate shell commands. Each EngineManager
adapter builds the argparse namespace that a command expects through the
helper make_args(), instantiates the command class and calls its execute()
method directly. The Virtuoso adapter, for example, prepares arguments and
then calls the index, start and query commands in sequence:

args = make_args(config, ...)
IndexCommand().execute(args, called_from_conformance_test=True)
StartCommand().execute(args, called_from_conformance_test=True)
QueryCommand().execute(args, called_from_conformance_test=True)

Calling the commands in process was chosen over spawning subprocesses
because it lets the framework pass structured arguments, read return values and
exceptions directly and control the engine lifecycle between tests without parsing
console output or managing child processes.

The existing commands were written for interactive use at a terminal. They
print progress information, emit help text when configuration is missing and as-
sume that a person is watching the output. An automated test harness needs the
opposite: silent, non-interactive execution whose output can be read by a program.
To bridge this without copying the commands, the execute signature defined by
QleverCommand was widened with an optional boolean parameter. The origi-
nal contract is execute(self, args). The modified contract is execute(self,
args, called_from_conformance_test=False). When the framework calls a
command, it passes called_from_conformance_test=True. The parameter was
added first to QLever’s own commands and then propagated to every engine
command package that the framework drives. Table 5.5 lists the behaviors that
the parameter gates.
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Concern Behavior when called_from_conformance_test
is true

Output and logging Informational messages and command output
are suppressed, so only machine-readable results
reach the caller.

Missing configuration Required configuration is auto-provisioned in-
stead of aborting with interactive help text. For
Virtuoso, a default virtuoso.ini is downloaded.

Query rewriting Protocol details that the tests depend on are in-
jected, such as a default-graph definition for en-
gines that need it.

Status capture and
timeouts

The HTTP status code is captured and request
timeouts are set, so the framework can read sta-
tus and body programmatically.

Update authentication Updates are sent to the engine’s authenticated up-
date endpoint where the engine requires it, such
as Virtuoso’s /sparql-auth endpoint.

Container lifecycle Index containers run with automatic removal and
cleanup returns success after a stop, so a failed
stop does not break the run.

Table 5.5: Behaviors gated by the called_from_conformance_test execution
mode.
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Beyond the shared execution mode, each pre-existing engine package required
engine-specific corrections so that its commands behaved correctly under confor-
mance testing. Examples include graph-URI handling for GraphDB, separate
protocol endpoints for Jena, update handling for MillenniumDB and Virtuoso
and CONSTRUCT result handling for Blazegraph. These corrections are extensions
of the existing command packages rather than new engine implementations. The
underlying index, start and query logic remains that of the original authors.

In summary, the original contribution at the qlever-control level is the confor-
mance layer: the framework, its commands, the called_from_conformance_test
execution mode and the per-engine corrections that the mode requires. The
QLever core and the pre-existing engine command packages are reused and ex-
tended.

5.11 Containerization and CI Integration

Containerization gives each engine a fixed runtime environment that does not
depend on the developer’s host setup. The current qlever-control integration does
not containerize the sparql_conformance Python package itself. The framework
runs as a host process and orchestrates engines through Docker, Podman or native
binaries. The system field in the runtime configuration selects the mode. Docker
therefore provides the engine runtime environments and runs the visualization
stack [16].

Engine images are handled per adapter. Some engines have q-package Dock-
erfiles, while others use externally supplied OCI images. The Jena image is built
from an OpenJDK base image and downloads Apache Jena at build time. The
Blazegraph image is also based on OpenJDK and downloads the hardcoded Blaze-
graph release BLAZEGRAPH_2_1_6_RC. The Virtuoso image is based on the official
OpenLink Virtuoso image and adjusts filesystem ownership. Oxigraph, GraphDB
and MillenniumDB use user-specified external images. GraphDB also requires a
license file. The custom Dockerfiles accept user and group ID build arguments so
that generated files are owned consistently on the host.

CI integration follows the same non-interactive execution model. A workflow
builds or pulls the engine image, invokes the framework through main.py and
stores results/<run-id>.json.bz2 as an artifact. A later job or service can
upload the result file to the visualization backend or compare it with a previous
run. GitHub Actions is suitable for this pattern because workflows are defined as
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Engine Image source Implementation note

Jena q-package Dockerfile OpenJDK base, downloads
Jena, sets Fuseki/Jena paths.

Blazegraph q-package Dockerfile OpenJDK base, downloads
Blazegraph release candidate.

Virtuoso Official OpenLink image Ownership adjustments for test
execution.

Oxigraph External OCI image User supplies image containing
the binary.

GraphDB External OCI image User supplies image and license
file.

MDB External OCI image User supplies image containing
the MDB binary.

Table 5.6: Container image handling for engine adapters.

repository files and consist of jobs and steps that run automatically or on demand
[15].

The earlier QLever-specific CI flow [4] differs from the newer engine-agnostic
framework. The older workflow built QLever from source, cloned the W3C tests
and the old conformance script, ran a QLever-specific command and uploaded a
result artifact. The newer pattern keeps the artifact idea but runs through the
generalized framework and the version 2 result schema.

The implementation also includes onboarding and visualization commands in
the qlever-control package. The sparql_conformance setup command copies a
bundled Qleverfile template and sparse-clones the W3C rdf-tests repository with
the relevant SPARQL suite. The documented choices for this setup command are
qlever and qlever-native. If the environment variable QLEVER_IS_RUNNING_IN_CONTAINER
is set, the copied configuration is adjusted to use native execution. The visualize
command starts the visualization stack through Docker Compose. It sets the re-
sult directory, private web port and UI branch environment variables, mounts the
results directory read-only and runs the backend in private auto-import mode.
Docker Compose is used here to run the web frontend and API backend together
[17].
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CI stage Implementation artifact

Engine setup Build and prepare native binaries.
Framework invoca-
tion

Run main.py or sparql_conformance test.

Result artifact Archive results/<run-id>.json.bz2.
Upload or compari-
son

Optionally upload the artifact to the UI backend
or compare it with a previous run.

Visualization Import the compressed JSON into the React/Fas-
tify/SQLite stack.

Table 5.7: Implementation-level CI pipeline for conformance runs.

5.12 Visualization Pipeline

The visualization pipeline is a reworked successor of the result viewer from the
bachelor thesis prototype [4]. The user-facing workflows are preserved from the
prototype’s viewer: importing a compressed result file, browsing a single run
with pass, fail, intended and not-tested summaries and a filterable test table,
comparing two runs side by side and inspecting precomputed HTML diffs. The
implementation has been rebuilt on top of the viewer code base to support multi-
engine, multi-suite result files and CI-driven ingestion. The stack described
below replaces the prototype’s viewer internals while keeping the same on-screen
behavior.

The visualization pipeline is a separate component that consumes the struc-
tured result files produced by the framework. It does not execute tests and it
does not call engine adapters. Its implementation-level role is to import com-
pressed result files, store metadata and result payloads and present summaries
and test-level diagnostics in a browser.

The visualization website is implemented with React 19, React Router 7,
Tailwind CSS 3 and Vite 7 on the frontend [26–28]. The backend uses Fastify 5
with @fastify/cors, @fastify/multipart and @fastify/compress [29]. Result
metadata and payloads are stored in SQLite through better-sqlite3. Full-text
search uses SQLite FTS5 [30]. GitHub integration uses @octokit/rest and
@octokit/auth-app.

The backend stores imported runs in a test_suite_runs table. Metadata
fields include repository name, run title, commit SHA, engine name, engine version,
pull request number, reference name, workflow run identifier and artifact URL.
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Summary fields store total, passed, failed, intended and skipped counts. The full
result JSON is stored as a gzip-compressed BLOB, while the runner itself writes
BZ2-compressed JSON files. The import logic also accepts .json.gz and plain
.json files.

The frontend routes reflect the main inspection workflows. The / route
provides search. The /manual-engines route supports manually uploaded results.
The /run/:id route displays one run with pass, fail, intended and not-tested
summaries as well as a filterable test table. The /compare/:id1/:id2 route
compares two runs side by side. In the single-run view, extractTestRows()
flattens the nested version 2 result structure into rows that can be filtered by
suite, group, type, status and error type.

The comparison view computes changes between two runs: unchanged tests,
fixed tests, regressions, new tests, removed tests and changed tests. This view is
downstream of the execution framework. The runner and its comparison modules
determine the correctness of a test run. The visualization presents the stored
evidence.

The backend operates in four API modes: read, upload, all and private.
In private mode, LOCAL_RESULTS_DIR points to a directory of local result files and
the server auto-imports them on startup. In CI upload mode, metadata is passed
through HTTP headers such as x-api-key, x-repo-full-name, x-commit-sha,
x-engine-name, x-engine-version, x-workflow-run-id and x-artifact-url.
The same result schema therefore supports local inspection, manual uploads and
automated CI ingestion.

The visualization pipeline depends on the stability of the output schema. The
runner produces fields for full and reduced HTML diffs, index logs, server logs,
protocol requests and protocol responses. The UI displays these fields directly.
This is why the implementation stores diagnostic material in the result file instead
of requiring the web application to rerun comparisons.
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Evaluation

This chapter evaluates the framework developed in the previous chapters. The
evaluation runs the SPARQL 1.1 test suite against seven graph database engines
and analyzes the results. The goal is not to select a best engine. The engines serve
as evaluation subjects: they differ in startup model, endpoints, result formats,
feature coverage and operational failure modes. The central engineering claim of
this thesis holds if one framework can execute the suite across all seven engines,
classify the outcomes consistently and produce result data that can be interpreted.

6.1 Evaluation Goals

The evaluation validates the framework as reusable infrastructure for automated
SPARQL conformance evaluation. The preceding chapters defined the require-
ments, architecture and implementation. This chapter checks whether those
design decisions hold when the framework is applied to multiple real engines and
to a conformance-oriented suite.

Six questions guide the evaluation:
E1: Can heterogeneous SPARQL-capable graph database engines be integrated

through the same adapter-based framework?
E2: Can the same conformance-oriented test suite be executed through a uniform

workflow across all integrated engines?
E3: Can engine responses be normalized into a comparable result structure that

distinguishes passes, semantic mismatches, execution errors, unsupported
tests, intended deviations and timeouts?

E4: Do the generated results expose meaningful cross-engine and category-level
patterns without requiring manual inspection of every failed test?

E5: Can the execution and result generation be embedded into automated work-
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Eval. Q Research Q Func. req. Quality goal Primary evidence section

E1 RQ1, RQ2 FR2, FR3 QG1, QG2 Integration Effort
E2 RQ1 FR1, FR2 — Integrated Engines and Test

Suites
E3 RQ4 FR4 QG4, QG5 Overall Conformance Re-

sults
E4 RQ4 FR4 QG4 Category-Based / Cross-

Engine
E5 RQ3 FR5 QG3 CI/CD Evaluation

Table 6.1: Traceability from the evaluation questions (E1–E6) to the research
questions (RQ1–RQ4) of Chapter 1 and the functional requirements
(FR1–FR5) and quality goals (QG1–QG5) of Chapter 3. A dash marks
a question with no first-class counterpart in that column.

flows such as CI/CD?
These six questions operationalize the goals defined earlier in the thesis: they

answer the research questions of Chapter 1 and provide evidence for the functional
requirements and quality goals of Chapter 3. Table 6.1 records this mapping so
that each evaluation question can be traced back to the goal it addresses and to
the section that reports the corresponding evidence.

These questions target the framework and its workflow, not the absolute
quality of individual engines. A high pass rate means only that the framework
observed more passing tests for that engine in this setup and for this suite. It does
not imply full SPARQL compliance. A non-passing outcome can have several
causes: an engine limitation, an unsupported optional feature, an adapter or
configuration problem, a test-suite assumption or a boundary of the execution
environment. The result classification is therefore part of what the evaluation
tests: it must preserve these distinctions instead of collapsing every non-passing
outcome into one failure class.

6.2 Experimental Setup

The results were generated by the framework as compressed result files results/*_test.json.bz2
for the suite sparql11. These files record seven engines: Blazegraph, GraphDB,
Apache Jena Fuseki, MillenniumDB, Oxigraph, QLever and Virtuoso. The frame-
work executed the same 631 distinct tests against each engine. This produced
4417 engine/test observations and 367 distinct tests failed for at least one engine.

All engine configurations were run in Docker. Containers package the engine
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Engine Container image Port Graph-store path Alias Num.

Blazegraph adfreiburg/qblazegraph 8081 blazegraph/namespace/kb/sparql 5 6
GraphDB ontotext/graphdb:11.2.1 8082 repositories/qlever-sparql-conformance 5 6
Jena adfreiburg/qjena 8083 qlever-sparql-conformance/data 5 6
MillenniumDB adfreiburg/millenniumdb 8084 sparql 5 6
Oxigraph ghcr.io/oxigraph/oxigraph 8085 store 5 6
QLever adfreiburg/qlever:commit-5c6a72a 8080 http-graph-store 5 6
Virtuoso adfreiburg/virtuoso-opensource-7 8086 sparql 5 6

Table 6.2: Engine configuration used for the SPARQL 1.1 evaluation. “Alias” is
the number of datatype alias rules and “Num.” the number of number-
type normalization rules supplied to the adapter. All engines run as
Docker containers on localhost.

runtime as an image and run it as an isolated instance [16]. Table 6.2 lists the
container images, ports and graph-store paths.

The framework is split across two repositories. The standalone test runner
is the main.py entry point of the sparql-conformance project and the engine
adapters are bundled with qlever-control under src/sparql_conformance/engines/.
The local checkouts used for this thesis are at commit 3621f6f (runner, 2026-
05-21) and commit 10084e1d (adapters, 2026-05-29). These hashes identify the
framework version but not a guaranteed byte-exact run state. The runner depends
only on rdflib (≥ 6.0.0) and requests (≥ 2.0.0).

A local checkout of the W3C SPARQL 1.1 tests was used. The checkout
is the w3c/rdf-tests repository at commit 1d6be01 (2026-04-12), suite path
sparql/sparql11, with a clean working tree and no local modifications to the
tests. Pinning the commit removes the main reproducibility gap for the suite
itself, because the same suite name can otherwise refer to different repository
states over time.

6.3 Integrated Engines and Test Suites

The seven engines have different implementation backgrounds and endpoint be-
havior. Blazegraph is an RDF/SPARQL database system whose project page
describes support for RDF/SPARQL APIs [31]. GraphDB documents SPARQL
1.1 query, update, federation and graph store support together with known de-
viations in its 11.2 documentation [32]. Apache Jena Fuseki is documented as
a SPARQL server that provides the SPARQL 1.1 query and update protocols
and the SPARQL Graph Store protocol [11]. MillenniumDB is a graph database
whose repository describes RDF and SPARQL 1.1 support and notes that the
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project is under active development [33]. Oxigraph is documented as a SPARQL
graph database whose standalone tool can expose SPARQL 1.1 Protocol and
Graph Store Protocol services [12]. QLever is documented as a graph database
implementing RDF and SPARQL standards [10]. Virtuoso documents a SPARQL
web service endpoint with GET and POST support and multiple output formats
[34].

The framework did not require these systems to share an endpoint path. The
configuration records engine-specific graph store paths: http-graph-store for
QLever, blazegraph/namespace/kb/sparql for Blazegraph, repositories/qlever-
sparql-conformance for GraphDB, qlever-sparql-conformance/data for Jena,
sparql for MillenniumDB, store for Oxigraph and sparql for Virtuoso. Such
path differences are expected for real systems and are exactly the operational
heterogeneity that the adapter abstraction isolates.

All seven engines were exercised through six test categories: query tests,
update tests, protocol tests, graph store tests, federation tests and result-format
tests.

The SPARQL 1.1 inventory contains 631 tests. By category, these are 225
query evaluation tests, 111 query syntax tests, 94 update evaluation tests, 55
update syntax tests, 70 entailment or optional-regime tests, 34 SPARQL Protocol
tests, 19 Graph Store Protocol tests, 10 result-format tests, 10 federated-query
tests and 3 service-description tests. The service-description tests were recorded
as not tested for all engines. The W3C SPARQL Protocol, Graph Store Protocol,
result-format, Service Description, Federated Query and Update specifications
define the external interfaces and language features that these categories exercise
[5, 6, 8, 35–38].

The suite is suitable for validating the framework because its categories have
different operational requirements. Query evaluation tests require data loading,
query execution and structured result comparison. Syntax tests require the frame-
work to distinguish expected rejection from unexpected parser behavior. Update
tests require engines to mutate graph state and then compare the resulting data.
Protocol and graph store tests evaluate HTTP behavior rather than query seman-
tics. Result-format tests check serialization behavior. Federation tests require
controlled handling of SERVICE. This breadth exercises the adapter interface and
the shared orchestration logic in several distinct ways.
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Group Tests Feat.

Query evaluation (225)
aggregates 42 8
bind 10 0
bindings 11 0
cast 6 0
construct 5 0
exists 6 1
functions 75 42
grouping 4 0
negation 12 0
project-expression 7 0
property-path 33 0
subquery 14 0

Query syntax (111)
aggregates 5 1
construct 2 0
delete-insert 8 0
grouping 2 0
syntax-query 94 0

Update evaluation (94)
add 8 0
basic-update 13 0
clear 4 0
copy 6 0
delete 19 0
delete-data 6 0
delete-insert 9 0
delete-where 6 0
drop 4 0
move 6 0
update-silent 13 0

Update syntax (55)
syntax-update-1 54 0
syntax-update-2 1 0

Entailment / optional regimes (70)
entailment 70 0

SPARQL Protocol (34)
protocol 34 0

Graph Store Protocol (19)
http-rdf-update 19 0

Result formats (10)
csv-tsv-res 6 0
json-res 4 0

Federated query (10)
service 7 1
syntax-fed 3 0

Service description (3)
service-description 3 0

Total 631

Table 6.3: SPARQL 1.1 test-suite inventory by category and group. “Tests” counts
distinct tests, “Feat.” counts the feature annotations attached to the
group. Category totals are shown in parentheses.
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Engine Lines Methods Alias Num.

Blazegraph 388 25 5 6
GraphDB 509 26 5 6
Jena 518 23 5 6
MillenniumDB 224 15 5 6
Oxigraph 392 19 5 6
QLever 291 15 5 6
Virtuoso 388 20 5 6

Table 6.4: Integration indicators for the evaluated engines. “Lines” and “Meth-
ods” count the lines and its defined methods in qlever-control, all
adapters extend a shared EngineManager base of 117 lines that de-
clares a nine-method interface. “Alias” and “Num.” are the datatype
alias and number-type rule counts.

6.4 Integration Effort

This section answers evaluation question E1 and, with it, research question RQ2
and quality goal QG1: it examines whether engine-specific execution logic is iso-
lated in adapters while the test orchestration, suite handling, result normalization
and reporting logic stay reusable. Integration effort is central to this thesis: the
framework claims to isolate engine-specific behavior in adapters while reusing
the same orchestration, test-suite handling, result normalization and reporting
logic. Two kinds of evidence support this claim. The adapter sources in qlever-
control give direct implementation metrics: the lines of adapter code and the
number of methods each adapter defines over the shared interface. The result and
configuration evidence adds integration indicators such as the alias-rule counts
and a heuristic complexity count. Table 6.4 combines both. The numbers are
signals for discussion, not a formal complexity metric.

Every engine needed a graph store endpoint path. All engines the five alias
rules and all engines used six number-type normalization rules. The adaptation
effort therefore concentrates in endpoint construction, result normalization and
engine-specific compatibility rules, not in the high-level execution loop. This
matches the framework design: the shared runner does not know the endpoint
layout or serialization quirks of each engine but it lets adapters and configuration
supply that information.

All seven adapters exercised the same six categories. This matters because
a small adapter would mean little if it only supported the easiest subset of tests.
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Here, the same framework path handled query, update, protocol, graph store,
federation and result-format categories for every engine. The differences appear
in adapter-specific details and observed outcomes, not in separate engine-specific
runners.

The adapter sizes confirm where the engine-specific effort goes. Each adapter
extends the same EngineManager base, which declares a nine-method interface
(setup, cleanup, query, update, protocol_endpoint, protocol_update_endpoint,
default_graph_construct_query, reset_graphs and activate_syntax_test_mode)
in 117 lines. The concrete adapters range from 224 lines for MillenniumDB to
518 for Jena and define between 15 and 26 methods. The larger adapters (Jena,
GraphDB) carry more startup and loading logic, not more execution logic, because
the shared runner, comparison and reporting code is reused unchanged. The same
four orchestration commands (setup, test, analyze, visualize) drive every en-
gine. This localization is also the evidence for quality goal QG2 (extensibility
and maintainability): because the variation between engines is confined to the
adapter and its configuration while the orchestration, comparison and reporting
code stays untouched, integrating a further engine is a localized change rather
than a modification of the framework core.

6.5 Overall Conformance Results

Table 6.5 summarizes the overall conformance snapshot. Each engine was eval-
uated against 631 distinct tests. The strict pass rate counts only Passed tests
over all 631 tests. Strict pass rates ranged from 54.83 % to 85.26 %: 85.26 %
for Jena, 84.31 % for Oxigraph, 81.93 % for GraphDB, 79.24 % for Blazegraph,
75.75 % for QLever, 66.72 % for Virtuoso and 54.83 % for MillenniumDB. These
values describe the selected versions, configuration and suite. They are not a
general ranking of engine quality.

The number of failed tests varies by engine: 90 for Jena, 96 for Oxigraph,
111 for GraphDB, 125 for Blazegraph, 70 for QLever, 207 for Virtuoso and 270
for MillenniumDB. QLever shows why the failure count alone is not enough.
It has fewer failed tests than several other engines but it also has the largest
unsupported_total with 85 tests, many of which are recorded as intended devia-
tions rather than result mismatches. A single strict pass rate hides these different
mixtures of unsupported functionality, intended deviations and executable fail-
ures.
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Engine Pass Fail Err. Mism. Uns. T/O Strict % Supp. %

Jena 538 90 30 58 5 0 85.26 85.94
Oxigraph 532 96 21 64 14 0 84.31 86.22
GraphDB 517 111 45 65 4 0 81.93 82.46
Blazegraph 500 125 47 77 7 1 79.24 80.13
QLever 478 70 68 0 85 0 75.75 87.55
Virtuoso 421 207 93 111 6 0 66.72 67.36
MillenniumDB 346 270 176 68 41 2 54.83 58.64

Table 6.5: Overall conformance results by engine for the SPARQL 1.1 suite (631
distinct tests each). “Uns.” is unsupported_total, “Mism.” counts
plain result mismatches, “T/O” counts timeouts. “Strict %” is passes
over all 631 tests, “Supp. %” excludes unsupported, not-tested and
intended-deviation observations from the denominator.

The supported-test pass rate provides a second lens. It excludes unsupported,
not-tested and intended-deviation observations from the denominator. The sup-
ported pass rates are 80.13 % for Blazegraph, 82.46 % for GraphDB, 85.94 % for
Jena, 58.64 % for MillenniumDB, 86.22 % for Oxigraph, 87.55 % for QLever and
67.36 % for Virtuoso. This rate does not replace the strict pass rate. It sepa-
rates “the engine did not support or did not execute this test” from “the engine
produced a comparable but different result”.

The error and mismatch counts also differ by engine. MillenniumDB has
176 errors, Virtuoso 93, QLever 68, Blazegraph 47, GraphDB 45, Jena 30 and
Oxigraph 21. Timeouts were rare: 2 for MillenniumDB and 1 for Blazegraph,
none for the others. Result mismatches are a separate class: 111 for Virtuoso, 77
for Blazegraph, 68 for MillenniumDB, 65 for GraphDB, 64 for Oxigraph, 58 for
Jena and 0 for QLever. QLever’s zero mismatches do not mean it had no non-
passing outcomes. Its non-passing outcomes were classified as intended deviations,
unsupported failures, not tested or execution/protocol errors. That these high-
error engines still produced a complete result row is itself evidence for quality
goal QG5 (robustness against engine failures): MillenniumDB’s 176 errors and 2
timeouts and Blazegraph’s timeout were recorded as outcomes for individual tests
and the run continued to completion across all 631 tests rather than aborting
when an engine crashed, timed out or rejected a query.

These results answer evaluation question E3 and provide evidence for func-
tional requirement FR4 and quality goals QG4 and QG5. The framework executed
the same suite across all engines and produced a uniform result schema (FR4),
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Figure 6.1: Strict pass rate by engine for the SPARQL 1.1 suite.

preserved a more detailed outcome classification than pass/fail (FR4, QG4), made
differences between engines visible without engine-specific result formats (QG4)
and recorded engine failures as data instead of aborting the run (QG5).

6.6 Category-Based Analysis

Category-level results show where the overall pass rates come from and they test
whether the result model supports analysis beyond a single aggregate score. The
category, group and feature heatmaps generated from the result files support this
interpretation.

The query syntax category is comparatively stable. QLever passed all 111
query syntax tests. Oxigraph passed 99.10 %, GraphDB 98.20 %, MillenniumDB
97.30 %, Jena 95.50 %, Blazegraph 92.79 % and Virtuoso 81.08 %. Syntax tests
exercise parsing and rejection behavior rather than runtime data loading, so the
remaining failures are a different class of issue from query evaluation mismatches
or graph store protocol errors.

The query evaluation category shows broader variation. Jena passed 93.78 %
of the 225 query evaluation tests, GraphDB and Oxigraph each 90.67 %, Blaze-
graph 84.00 %, MillenniumDB 78.67 %, Virtuoso 67.11 % and QLever 65.33 %.
QLever again requires caution, because 31.11 % of this category is classified as
unsupported. The distinction between result mismatches, unsupported tests and
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Figure 6.2: Outcome composition by engine.

execution errors is essential to interpret this category.
Update evaluation is another area where category-level analysis matters.

Jena and Oxigraph passed all 94 update evaluation tests. QLever passed 98.94 %,
Blazegraph and GraphDB each 93.62 %, Virtuoso 79.79 % and MillenniumDB
3.19 %. The MillenniumDB result is dominated by execution errors, not result
mismatches: 95.74 % of the update evaluation category is counted as errors. This
is a category-level operational or feature-support limitation in this setup but it
does not by itself explain the root cause of each affected update test.

The Graph Store Protocol category is difficult across engines. It contains
19 tests. Oxigraph has the highest pass rate at 52.63 %, QLever passes 26.32 %,
Jena and Virtuoso each 15.79 %, Blazegraph 10.53 %, MillenniumDB 5.26 % and
GraphDB passes none of these tests in this run. The dominant error type is
result_format_error. HTTP-level details such as status codes, content nego-
tiation and graph store path behavior are therefore important for conformance
evaluation and a framework focused only on query result comparison would miss
a substantial part of SPARQL 1.1 interoperability.

The SPARQL Protocol category contains 34 tests and is less uniform. QLever
passes 97.06 %, Jena 94.12 %, Blazegraph and GraphDB each 76.47 %, Virtuoso
67.65 %, Oxigraph 58.82 % and MillenniumDB 47.06 %. These tests evaluate
query and update submission over HTTP, including request methods, parameter
combinations, encodings and response expectations. The W3C Protocol speci-
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Figure 6.3: Failure rate by top-level test category and engine.

fication defines these operations separately from the query language [5], so the
framework needs a separate protocol execution path, as described in Chapter 5.

The entailment and optional-regime category has consistently low pass rates
between 28.57 % and 40.00 % for all engines. The category contains 70 tests
covering RDF, RDFS, OWL, RIF and related inference-oriented tests. The result
data records 296 failed observations across 44 affected tests, with 42 tests failing
for all engines. This pattern may reflect missing entailment-regime configuration,
optional inference behavior or test-suite assumptions rather than query-language
bugs.

Federated query results also vary. The category has 10 tests. Oxigraph
passes 80.00 % Blazegraph, Jena and QLever each 70.00 % GraphDB 40.00 % and
MillenniumDB and Virtuoso pass none in this run. The SERVICE keyword is part
of SPARQL 1.1 Federated Query [37]. These tests are sensitive not only to local
query semantics but also to the availability and behavior of controlled service
endpoints.

Result-format tests are few but important for normalization. Blazegraph,
GraphDB and Oxigraph pass all 10. Jena and QLever each pass 80.00 %, Virtuoso
60.00 % and MillenniumDB 20.00 %. The W3C JSON, XML, CSV and TSV result
specifications define different serialization tradeoffs and CSV is less expressive
about RDF term details than JSON, XML or TSV [6–8]. The framework must
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Category Blz Gdb Jena MDB Oxi QLv Vrt

Query syntax 92.8 98.2 95.5 97.3 99.1 100.0 81.1
Query evaluation 84.0 90.7 93.8 78.7 90.7 65.3 67.1
Update evaluation 93.6 93.6 100.0 3.2 100.0 98.9 79.8
Update syntax 87.3 89.1 89.1 21.8 87.3 98.2 81.8
Entailment / opt. regimes 38.6 38.6 40.0 38.6 40.0 28.6 40.0
SPARQL Protocol 76.5 76.5 94.1 47.1 58.8 97.1 67.6
Graph Store Protocol 10.5 0.0 15.8 5.3 52.6 26.3 15.8
Result formats 100.0 100.0 80.0 20.0 100.0 80.0 60.0
Federated query 70.0 40.0 70.0 0.0 80.0 70.0 0.0
Service description 0.0 0.0 0.0 0.0 0.0 0.0 0.0

Table 6.6: Pass rate (%) by engine and top-level test category. Columns:
Blz = Blazegraph, Gdb = GraphDB, MDB = MillenniumDB, Oxi = Ox-
igraph, QLv = QLever, Vrt = Virtuoso. Service-description tests were
recorded as not tested for all engines, giving a pass rate of zero.

therefore compare result files in a format-aware way.

6.7 Cross-Engine Observations

The cross-engine pattern table aggregates failures by category, group and feature.
It identifies recurring concentrations without manual inspection of all 367 tests
that failed for at least one engine.

The strongest pattern is the entailment group: 70 distinct tests, 44 affected
tests, 296 failure observations, 9 unsupported observations and all seven engines
affected. The dominant bucket is result_mismatch. Because 42 of the affected
tests fail for all engines, this pattern more likely reflects an evaluation boundary
around entailment regimes or optional behavior than independent defects in all
seven engines. The framework exposes it by preserving the group and category
metadata from the manifests.

The Graph Store Protocol group is the second major pattern. All 19 graph
store tests are affected and all seven engines are affected. The result data records
109 failure observations and 102 error observations, with result_format_error as
the dominant bucket. A framework that only compared SELECT result bindings
would not detect many of these graph store issues.

The syntax-update-1 group is a third pattern. It contains 54 distinct tests,
of which 42 are affected. The result data records 79 failure observations and 78
error observations, with undefined_error as the dominant bucket. The group
affects all seven engines but only 4 tests are near-common failures and none fail



Chapter 6 Evaluation 71

Group Cat. Tst Aff Fail Uns Err Dominant bucket

entailment E 70 44 296 9 48 result_mismatch
http-rdf-update G 19 19 109 6 102 result_format_error
syntax-update-1 US 54 42 79 1 78 undefined_error
protocol P 34 26 62 15 47 result_format_error
functions QE 75 35 47 20 11 result_mismatch
property-path QE 33 23 45 7 13 result_mismatch
delete UE 19 19 33 0 20 undefined_error
aggregates QE 42 18 32 35 16 result_mismatch
cast QE 6 6 32 6 0 result_mismatch
syntax-query QS 94 18 32 5 27 expected_error_response
service F 7 7 27 1 16 result_mismatch
subquery QE 14 7 18 7 0 result_mismatch

Table 6.7: Highest-impact cross-engine failure patterns, ranked by failure obser-
vations (subset of the full pattern table). Tst = distinct tests, Aff = af-
fected tests, Fail/Uns/Err = failure, unsupported and error observa-
tions summed over engines. Category codes: QE = query evaluation,
QS = query syntax, UE = update evaluation, US = update syntax,
E = entailment, P = SPARQL Protocol, G = Graph Store Protocol,
F = federated query. Every listed group is affected by six or seven of
the seven engines.

for all engines. It is therefore broad but less uniform than entailment.
Several query evaluation groups show feature-level concentrations. The

functions group contains 75 tests, with 35 affected, 47 failure observations
and 20 unsupported observations across six engines. The property-path group
contains 33 tests, with 23 affected and 45 failure observations across all seven en-
gines. The aggregates group contains 42 query evaluation tests, with 18 affected,
32 failure observations and 35 unsupported observations across all seven engines.
The feature metadata turns long lists of individual failures into interpretable
feature-level summaries.

Error buckets differ across engines. MillenniumDB has a large undefined_error
bucket with 141 observations, which corresponds to 22.35 % of all tests. Virtuoso
has 111 result mismatches, 23 undefined errors, 17 expected error responses, 17
HTTP errors, 13 expression errors and 12 parse errors. QLever has 80 intended
deviations and 56 result-format errors but no result mismatches. Blazegraph and
GraphDB both have 21 result-format errors, Jena has 8 and Oxigraph has 14.
These differences support the need for a normalized but differentiated outcome
model.

Unsupported tests should not be merged with semantic failures. QLever
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has the largest unsupported total with 85, followed by MillenniumDB with 41,
Oxigraph with 14, Blazegraph with 7, Virtuoso with 6, Jena with 5 and GraphDB
with 4. Counting these as plain failed conformance tests would change the inter-
pretation. Unsupported functionality is relevant for practical coverage but it is
not the same evidence as a supported feature producing an incorrect result.

6.8 Selected Case Studies

This section discusses representative case studies from case_study_candidates.csv.
The goal is not to explain every failed test but to show why an engine-agnostic
framework must preserve test metadata, operational diagnostics and outcome
classes.

Entailment and Optional-Regime Boundaries

The entailment group is the clearest example of a suite or environment boundary.
The result data records 296 ailed observations across 44 affected tests and all seven
engines. Example tests include RDF inference test, RDFS inference test
domain, RDFS inference test range and RDFS inference test rdfs:subPropertyOf.
The dominant error bucket is result_mismatch.

Entailment tests depend on more than simple graph pattern matching. They
may require a specific entailment regime, inference profile or dataset preparation
strategy. The W3C Service Description vocabulary contains properties for de-
scribing entailment regimes and supported entailment profiles [36]. The result
files do not specify that each engine was configured with an entailment regime
matching these tests. These failures therefore do not support a claim that every
evaluated engine incorrectly implements basic SPARQL query evaluation. The
framework contribution is that the group-level concentration becomes visible and
can be separated from unrelated query-evaluation failures.

Graph Store Protocol and HTTP-Level Behavior

The Graph Store Protocol group contains 19 tests and all 19 are affected by at least
one engine. The result data records 109 failed observations, 6 unsupported observa-
tions and 102 error observations. The dominant bucket is result_format_error.
Example tests include GET of POST - create new graph, POST - multipart/form-
data, HEAD on an existing graph and PUT - default graph.
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These tests require more than query strings. The SPARQL Graph Store
HTTP Protocol defines HTTP operations for managing RDF graph content,
including GET, PUT, DELETE, POST and HEAD behavior [35]. The result
files contain operational response differences, such as a Jena observation for a
POST graph-store test with an HTTP 405 Method Not Allowed response and a
QLever observation for a multipart POST test with an HTTP 415 Unsupported
Media Type response. These are not SELECT result mismatches. They involve
endpoint path configuration, accepted media types, method support and HTTP
response comparison. The framework makes them comparable by routing graph
store tests through a common protocol-oriented result structure.

Update Syntax and Execution Boundaries

The syntax-update-1 group is a cascading or recurring cross-engine failure can-
didate. It has 42 affected tests and 79 failure observations across all seven engines,
with undefined_error as the dominant bucket. Example tests include syntax-
update-01.ru, syntax-update-02.ru, syntax-update-03.ru, syntax-update-
04.ru, syntax-update-37.ru and syntax-update-54.ru.

The point here is methodological. A syntax-oriented test can still cross
an execution boundary if its input includes operations such as LOAD from an
external IRI or graph-management syntax that an engine executes rather than
only parses. Some evidence snippets for this group contain attempts to load
http://example.org/faraway. A failure can therefore depend on parser behav-
ior, update execution behavior, network assumptions or harness isolation. The
framework preserves the test group, query file, error bucket, logs and response
snippets instead of reducing the outcome to a single failed flag.

Aggregates and Unsupported Functionality

Aggregates illustrate the difference between result mismatches and unsupported
or intended-deviation signals. The query evaluation aggregate group has 18 af-
fected tests, 32 failure observations and 35 unsupported observations across all
seven engines. Example tests include COUNT: no GROUP BY inside of GRAPH,
GROUP_CONCAT with one element, GROUP_CONCAT with same language tag, AVG
with empty group and COUNT(DISTINCT *) with GROUP BY.

The group contains several failure mechanisms. Some observations are result
mismatches, others are classified as intended deviations or unsupported behavior.
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Feature-level rows show, for example, that the count feature has 9 unsupported
or deviation observations, while group_concat has 10 failure observations and 1
unsupported observation. Treating all of these as identical failures would hide
whether the issue is semantic comparison, unsupported feature coverage or a
documented deviation. The case study demonstrates the value of explicit outcome
classes and feature metadata.

Property Paths Across Named Graphs and Cycles

The property-path group has 33 distinct tests, 23 affected tests, 45 failure obser-
vations and 7 unsupported observations, with all seven engines affected. Example
tests include named-graph property path cases, zero-length path cases over empty
datasets and duplicate-path or cycle cases such as (pp16) Duplicate paths and
cycles through foaf:knows*.

This group is less dominated by a single engine: the affected tests are spread
across all engines but the specific error buckets and counts differ. Property paths
combine graph navigation, duplicate handling, path length semantics and dataset
scoping. The framework does not solve these semantics itself but it preserves
enough metadata for later analysis. Group-level and feature-level summaries
identify property paths as a recurring area of differences without turning the
chapter into a detailed semantic analysis of every property-path test.

6.9 Limitations

The first limitation is test-suite selection. The evaluation uses the sparql11 suite
with 631 distinct tests. These are structured conformance-oriented tests but they
do not cover every possible SPARQL query, RDF dataset shape, deployment
configuration or vendor extension. A pass in this suite is not proof of complete
SPARQL compliance.

The second limitation is the interpretation of optional and environment-
sensitive tests. Entailment and service-description tests show this clearly. The
service-description tests are recorded as not tested for all engines. Entailment
tests have broad cross-engine failure patterns but the result files do not document
entailment-regime configuration per engine. These results identify evaluation
boundaries and should not be read as ordinary query engine failures.

The third limitation is version and environment specificity. The test-suite,
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runner and adapter commits are pinned and the configuration records the Docker
images and endpoint paths but several image tags are mutable and the result
files do not record their digests, the full engine versions, the host hardware,
the operating system or the host Docker version. Results may change with
different images, resource limits, host architectures or later engine releases. This
is especially relevant for actively developed systems.

The fourth limitation is adapter correctness. The framework depends on
adapter code to start engines, load data, submit queries, choose endpoints and
interpret responses. A bug in an adapter can cause false failures or hide real
failures. The adapter sizes and method counts show that engine-specific logic
exists and is localized but they are not a correctness check: the evaluation does
not include an independent adapter validation procedure.

The fifth limitation is failure classification. The framework distinguishes
result mismatches, unsupported failures, intended deviations, not-tested cases,
timeouts and execution/protocol errors. This is more informative than pass/fail
but the categories are derived from available evidence. Some errors classified as
undefined may need manual investigation to determine whether they are parser
errors, network errors, unsupported operations or harness limitations.

This chapter does not rank the engines as better or worse systems. The
engines are evaluated under one framework, one suite, one set of configurations
and one result classification. Differences between rows are meaningful for this
setup but they do not fully characterize production suitability.
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Figure 6.4: Failure rate by test group and engine.
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Figure 6.5: Failure rate by feature annotation and engine.
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Figure 6.6: Error bucket distribution by engine.



Chapter 7

Conclusion

This chapter summarizes the thesis, answers the research questions stated in Ch. 1,
restates the contributions in light of the evaluation and outlines future work.

7.1 Summary

SPARQL is a standardized query language but conformance testing for SPARQL
has remained engine-specific. A test runner written for one graph database
engine typically mixes manifest parsing, data loading, query submission, error
interpretation and result comparison with assumptions about a single target
system. This structure does not extend well to heterogeneous engines and makes
reproducible, comparative evaluation difficult.

This thesis addressed that gap from a software engineering perspective. A
previously QLever-specific execution tool [4] was generalized into an engine-
agnostic framework for automated SPARQL conformance evaluation. The frame-
work separates reusable orchestration from engine-specific behavior through the
EngineManager adapter interface and the TestSuite orchestrator and it normal-
izes engine outputs into a common outcome schema. It is delivered as a set of
commands inside qlever-control and integrates with engine command packages
that were not part of this thesis. Ch. 4 describes the architecture and Ch. 5
describes the realization.

The framework was evaluated by executing the SPARQL 1.1 test suite against
seven graph database engines: Blazegraph, GraphDB, Apache Jena Fuseki, Millen-
niumDB, Oxigraph, QLever, and Virtuoso. The same 631 tests were run against
each engine, producing 4417 engine/test observations. Strict pass rates ranged
from 54.83 % to 85.26 % and the outcome schema distinguished Passed, Result
mismatch, Unsupported failure, Not tested, Intended deviation, Timeout
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and Execution/protocol error. Because the schema separates absent function-
ality from incorrect results, the same data also supports a supported-only view
that excludes unsupported, not-tested and intended-deviation observations. This
view reorders the engines and shows that a low strict rate does not by itself
indicate incorrect behavior. Category-based and cross-engine analyses surfaced
recurring patterns in entailment, the Graph Store Protocol, update syntax, ag-
gregates and property paths. Results, derived tables and figures were produced
by the same pipeline and stored as machine-readable artifacts suitable for CI
execution and for the visualization website. Ch. 6 reports the detailed results.

7.2 Answers to the Research Questions

RQ1: How can SPARQL conformance tests be executed across heteroge-
neous graph database engines using a common framework? A common
framework is feasible when engine-specific behavior is isolated in adapters. The
seven evaluated engines differ in startup model, endpoint paths, result formats
and operational error behavior, yet the same test runner executed the same suite
against all of them through configuration and adapters rather than separate
runners. The runner also absorbed engine failures without aborting: Millenni-
umDB’s 176 errors and two timeouts were recorded as per-test outcomes rather
than terminating the run, so a single misbehaving engine did not invalidate the
comparison.

RQ2: Which abstractions are necessary to separate engine-specific ex-
ecution logic from reusable test orchestration? The evaluation supports
a small set of abstractions: an adapter interface (EngineManager with setup,
query, update and cleanup) for lifecycle and submission, configurable endpoint
paths and result normalization rules for engine-specific quirks and a shared out-
come model that distinguishes result mismatches from unsupported functionality,
intended deviations, execution errors and timeouts. Integration indicators showed
that adaptation effort concentrated in endpoint construction, alias rules and
number-type normalization, while the orchestration loop was reused unchanged
across all seven engines.

RQ3: To what extent can the framework support reproducible and
automated evaluation workflows? The framework runs non-interactively
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from the command line, consumes configuration files checked into the repository,
executes engines as Docker containers and emits compressed JSON result files.
These artifacts are compatible with GitHub Actions workflows [15] and with the
visualization pipeline. Reproducibility is therefore supported but it is bounded
by the metadata that is recorded for each run.

RQ4: What kinds of implementation differences become visible when
applying the framework to multiple engines? The framework exposes
differences at three levels. At the engine level, strict pass rates and outcome com-
positions differ substantially: QLever, for example, recorded no result mismatches
but the largest unsupported_total, while MillenniumDB recorded a dominant
undefined_error bucket. The differentiated schema makes these compositions,
not just a single pass count, comparable: under the strict rate Jena leads at
85.26 % but under a supported-only rate QLever rises to the top despite its large
unsupported total, because its failures are concentrated in absent features rather
than wrong answers. At the category level, the Graph Store Protocol, entailment
and update categories show systematically lower pass rates than query syntax
or query evaluation. At the group and feature level, recurring concentrations
appear around syntax-update-1, functions, property-path and aggregates.
The shared outcome schema makes these differences comparable across engines
without manual inspection of every failed test.

7.3 Contributions Revisited

The contributions stated in Sec. 1.4 were realized as follows. The QLever-specific
execution tool was generalized into an engine-agnostic framework and the bound-
ary between reusable orchestration and engine-specific logic was made explicit
through the adapter interface. Seven adapters were implemented and exercised
against the SPARQL 1.1 suite, validating the abstraction against engines with
different startup models, endpoints and result formats. The framework produces
a unified outcome schema and derived tables and figures that support compar-
ative analysis. CI integration is supported through non-interactive execution
and machine-readable artifacts and the visualization website consumes the same
artifacts to make large result sets easier to inspect.

In line with the framing in Ch. 1, the engines are evidence for the applicability
of the framework, not the object of the research. The thesis does not claim full
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SPARQL compliance for any engine, nor does it rank engines as production sys-
tems. Its contribution is the reusable testing infrastructure and the methodology
that the comparative evaluation rests on.

7.4 Future Work

The framework is delivered as a working basis for automated SPARQL confor-
mance evaluation. Several extensions would strengthen its applicability and the
value of the generated evidence.

Additional engine integrations. Seven engines were integrated for the evalu-
ation. The adapter interface should be exercised against further graph database
engines, to test whether the abstraction holds for engines with substantially dif-
ferent deployment or protocol models. New adapters would also reduce the risk
that the current abstraction implicitly fits the operational style of the evaluated
engines.

Public benchmarking infrastructure. The framework already produces CI-
friendly artifacts. A natural extension is a public continuous benchmark: sched-
uled CI runs against pinned engine images, versioned result archives and an
automatically updated visualization. Such an infrastructure would turn single-
snapshot results into a longitudinal record of SPARQL conformance and would
let engine maintainers detect regressions soon after a release. It would also re-
quire explicit handling of engine and suite versioning, which addresses one of the
reproducibility limitations identified in Sec. 6.9.

Console-based visualization. The current visualization is web-based. A com-
plementary terminal interface would be useful for local debugging and for CI
logs, where opening a browser is inconvenient or impossible. Useful views include
per-engine outcome composition, category and group summaries and a focused
view on tests that changed status since the previous run.
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